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Machine learning and artificial intelligence (ML/AI), previously considered black box approaches, are becoming
more interpretable, as a result of the recent advances in eXplainable AI (XAI). In particular, local interpretation
methods such as SHAP (SHapley Additive exPlanations) offer the opportunity to flexibly model, interpret and
visualise complex geographical phenomena and processes. In this paper, we use SHAP to interpret XGBoost
(eXtreme Gradient Boosting) as an example to demonstrate how to extract spatial effects from machine learning
models. We conduct simulation experiments that compare SHAP-explained XGBoost to Spatial Lag Model (SLM)
and Multi-scale Geographically Weighted Regression (MGWR) at the parameter level. Results show that XGBoost
estimates similar spatial effects as those in SLM and MGWR models. An empirical example of Chicago ridehailing modelling is presented to demonstrate the utility of SHAP with real datasets. Examples and evidence
in this paper suggest that locally interpreted machine learning models are good alternatives to spatial statistical
models and perform better when complex spatial and non-spatial effects (e.g. non-linearities, interactions) coexist and are unknown.

1. Introduction
Machine learning, and more broadly, Artificial Intelligence (AI), has
received enormous attention in recent decades as a result of the abun
dance of big data, the development of novel algorithms (e.g. deep
learning and ensemble methods), and the advances in new computing
hardware (e.g. graphics processing units and distributed computing).
The strength of machine learning lies in its ability to extract complex
structures and patterns from huge volumes of structured and unstruc
tured data, and it has a wide range of applications in many fields,
although it is best recognised for its use in natural language processing,
image classification, voice recognition, and predictive modelling. The
growth of machine learning and AI development opens up new avenues
for geographical studies, with the field of GeoAI (geospatial artificial
intelligence) emerging from the convergence of machine learning and
AI, spatial big data, geographic information science, and geospatial
computing platforms (e.g. CyberGIS in Wang, 2010) (Li, 2020). Exam
ples of successful GeoAI applications include land cover classification
(Scott, England, Starms, Marcum, & Davis, 2017; Tong et al., 2020),
geological feature detection (Hsu, Li, & Wang, 2021; Huang, Dong, &
Clee, 2017), disease mapping (Brownstein, Freifeld, Reis, & Mandl,

2008; Bullock, Luccioni, Pham, Lam, & Luengo-Oroz, 2020), traffic
prediction (Boukerche & Wang, 2020; Zhang & Haghani, 2015), crime
analysis (Wang, Rudin, Wagner, & Sevieri, 2013), social sensing (Zhang,
Wu, Zhu, & Liu, 2019), among others.
Despite its widespread use in geography and other fields, machine
learning is commonly considered a black-box model, meaning that the
processes leading to model outputs are not fully understood by humans.
One of the reasons is that machine learning often requires the estimation
of a massive number of parameters to attain high accuracy. For instance,
Google recently claimed to have trained a language model with more
than a trillion parameters (Fedus, Zoph, & Shazeer, 2021). With this
level of complexity, it is difficult to explain machine learning models in
the same way that we do with traditional statistical models that only
estimate a few parameters. However, geographical research often re
quires interpretability, as geographers seek to understand the processes
underlying the observed data, rather than performing purely predictive
tasks. As a result, due to the limitation of interpretability, many re
searchers still prefer well-established spatial statistical models such as
spatial econometrics models (e.g. spatial lag and error models), spatially
varying coefficients models (e.g. geographically weighted regression),
and geostatistical models (e.g. Kriging). These models estimate spatial
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effects such as spatial autocorrelation and heterogeneity in more explicit
ways, and they have more rigorous inferential frameworks.
To address the challenge of interpretability in machine learning,
laws and regulations have been established and legislated in the last five
years requiring machine learning algorithms to be fair, transparent, and
explainable. In 2016, the European Union’s General Data Protection
Regulation (GDPR) included a “right to explanation”, stating that users
have the right to request explanations for decisions made by machine
learning algorithms (see additional discussion in Goodman & Flaxman,
2017). Additionally, the United States Defense Advanced Research
Projects Agency (DARPA) published an eXplainable Artificial Intelli
gence (XAI) programme in 2017 with the goal of advancing machine
learning techniques to produce explainable models without sacrificing
performance and to enable human users to comprehend, appropriately
trust, and manage the emerging generation of AI systems (see more
discussion in Gunning & Aha, 2019). Very recently, in August 2021, the
Cyberspace Administration of China (CAC) announced drafted rules for
AI regulations to boost algorithm openness and explainability. These
endeavours have generated great interests and a need for developing
interpretable methods for machine learning and AI. Consequently, ap
proaches such as LIME (Local Interpretable Model-agnostic Explanation)
and SHAP (SHapley Additive exPlanations) have emerged to provide
detailed and individualised explanations and attributions than global
interpretation techniques (Ribeiro, Singh, & Guestrin, 2016; Lundberg
and Lee, 2017). Research shows that LIME and SHAP are useful tools
that can be added to machine learning workflows to provide additional
explanations in modelling accident detection (Parsa, Movahedi, Taghi
pour, Derrible, & Mohammadian, 2020), air pollution (Just et al., 2020),
transportation energy consumption, hydro-climatological processes
(Chakraborty, Başağaoğlu, & Winterle, 2021), and agricultural land
usage (Viana, Santos, Freire, Abrantes, & Rocha, 2021). Although these
examples showcase the use of local interpretation methods in spatial
applications, there is limited discussion on how to interpret spatial ef
fects from machine learning models.
Local interpretation is particularly relevant in a spatial context
because data are geo-referenced, individual feature attributions can be
visualised spatially, and any spatial patterns can be observed. Addi
tionally, spatial effects that are intrinsic to locations can be estimated by
mapping the interaction effects between location features (e.g. co
ordinates) and other features. This is an area that has not been explored
in the existing literature. To fill this gap, this paper focuses on investi
gating how to extract spatial effects from machine learning models and
whether the extracted spatial effects are consistent with those estimated
from classical spatial statistical models. To the best of our knowledge,
this is also the first study to compare machine learning models with
spatial statistical models at the parameter level, which is enabled by
local interpretation approaches. Accordingly, this paper is organised as
follows. Section 2 presents an overview of existing interpretable ma
chine learning methods with a focus on local interpretation and SHAP.
Section 3 compares SHAP-explained machine learning model (XGBoost)
with classical regression approaches (SLM and MGWR) using simulation
data. Section 4 demonstrates an empirical application of ride-hailing
demand in Chicago using SHAP and machine learning. Section 5 dis
cusses issues and advantages of SHAP, and the future development of
interpretable machine learning in spatial data modelling. The paper
concludes in Section 6.

understanding the internal structure and parameters to achieve
reasonable interpretations. The interpretation of coefficients in a linear
regression model, smooths in a generalised additive model, and splits in
a decision tree are the most basic examples of this type. For more
complicated models such as neural networks, model-specific visual
isations have been developed to understand, for example, which part of
the image contributes to the final classification result through the
investigation of neuron and layer activation (Shrikumar, Greenside, &
Kundaje, 2017; Simonyan, Vedaldi, & Zisserman, 2013; Yosinski, Clune,
Nguyen, Fuchs, & Lipson, 2015). Model-agnostic techniques, on the
other hand, are not restricted to a single model, and they often do not
access a model’s internals. Therefore, for complicated models, modelagnostic methods may generate better human-understandable in
terpretations for non-experts because they do not require in-depth
technical knowledge of a certain model.
Model-agnostic techniques are typically post-hoc in the sense that
they probe trained machine learning models with different data to
generate predictions and then use input-output pairs to extract insights.
The Partial Dependence Plots (PDP) method is of this kind, which vi
sualises the marginal effect of a feature on the model prediction
(Friedman, 2001). For example, in a linear model, the PDP for a feature
will show a straight line, the slope of which is the estimated coefficient.
For more complicated models, the PDP can explore relationships that are
non-linear and non-monotonic or even more complex. Another modelagnostic approach is the permutation feature importance method,
which evaluates the change in model accuracy when a given feature is
randomly shuffled (Molnar, 2020). By breaking the input-output pair, an
important feature will greatly decrease the model performance, while an
unimportant feature will have little or no influence on the model. These
approaches are so-called global interpretation methods in which re
lationships or feature importance scores are averaged across all
observations.
Recently, new methods have emerged to provide local in
terpretations that give detailed feature importance and attribution at the
level of individual observations. For example, LIME is developed by
Ribeiro et al. (2016), and the logic behind it is that LIME considers a
model to be complex at the global level, but linear at the local level. Here
“local” refers to proximity in the feature space, not in the geographic
space (geographic coordinates may be among the features, but they are
rarely the only features in a model). LIME creates slightly perturbed
samples around the local neighbourhood of the data point, which is
subsequently fed into the black-box machine learning model to generate
predictions. Afterwards, LIME uses simple interpretable models such as
linear regression, LASSO, or decision tree, to compute interpretable
parameters for explanation. LIME has the advantages of being modelagnostic and local, and it can also be applied to tabular, text, and
image data. Applications have demonstrated their success in real-world
situations (e.g. Amiri, Mottahedi, Lee, & Hoque, 2021; Nanayakkara
et al., 2018; Parmar, Das, & Dave, 2021). However, there are some
drawbacks to LIME, such as the fact that different ways to perturb the
data, how to define the local neighbourhood, and which interpretation
model to apply, all have an impact on the interpretation (Lundberg &
Lee, 2017; Molnar, 2020). Furthermore, the LIME is only reliable if the
simple interpretable model closely approximates the black box pre
dictions, which is not always the case.
Another local interpretation method is extended from the concept of
Shapley value in game theory (Shapley, 1953), which aims to fairly
distribute contributions of players when they collectively achieve a
certain outcome. Shapley values can be used in machine learning to
quantify the contribution of each feature in the model that collectively
delivers the prediction (Štrumbelj & Kononenko, 2014). The Shapley
value for feature Xj in a model is given by:

2. Interpretable machine learning and SHAP
The goal of interpretable machine learning is to understand how
models make predictions and to answer questions such as what the re
lationships between input and output are and what features are most
important in driving the prediction. Model-specific and model-agnostic
approaches are the two broad categories of interpretable machine
learning algorithms (Molnar, 2020). Model-specific interpretation ap
proaches are tailored to specific types of models, with the purpose of

∑ k!(p − k − 1)!
( )
(f (S ∪ {j} ) − f (S) )
Shapley Xj =
p!
S⊆N\{j}

2

(1)
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3. Comparisons of SHAP-explained machine learning to spatial
statistical models

where p is the total number of features, N\{jj} is a set of all possible
combinations of features excluding Xj, S is a feature set in N\{j}, f(S) is
the model prediction with features in S, and f(S ∪ {j}) is the model
prediction with features in S plus feature Xj. The interpretation of Eq. (1)
is that the Shapley value of a feature is its marginal contribution to
model prediction averaged over all possible models with different
combinations of features. Shapley value has a number of useful prop
erties such as efficiency, symmetry, dummy and additivity (Datta, Sen,
& Zick, 2016; Lipovetsky & Conklin, 2001; Shapley, 1953). The effi
ciency property refers to the requirement that all feature contributions
total up to the difference between the prediction and the average.
Symmetry means that two features have the same Shapley values if they
contribute equally to the model. Dummy means that a feature has a
Shapley value of zero if its marginal contribution to all possible models
is zero. The property of additivity requires that the aggregate of pre
dictions from individual models equal the prediction from the combi
nation of all models. Shapley (1953) proved that the solution is fair and
unique if all four properties are satisfied.
In spite of these desirable properties and the solid theoretical roots in
game theory, the main barrier to widespread adoption of the Shapley
value is computation. Štrumbelj and Kononenko (2014) developed a
Monte Carlo-based approximation approach for estimating the Shapley
value to avoid calculation for all possible combinations. However, when
a small number of iterations is used, the calculated Shapley values are
inaccurate. SHAP, created by Lundberg and Lee (2017), is another
approach for estimating Shapley values. SHAP’s main contribution is to
generate locally additive feature attribution, as described in Eq. (2)
( )
̂
y i = shap0 + shap(X1i ) + shap(X2i ) + … + shap Xpi
(2)

Spatial autocorrelation and spatial heterogeneity are the two wellknown spatial effects in spatial analysis and modelling (Anselin,
1988). Spatial autocorrelation refers to the process that creates clusters
of values, and this effect is usually accounted for by the Spatial Lag
Model (SLM) or other spatial econometric and geostatistical methods
(Anselin, 1988). Spatial heterogeneity refers to the fact that the process
that generates the data may differ from location to location; therefore,
using a global specification (e.g. ordinary least squares) may fail to
capture such spatial variation in the underlying relationship. Spatial
heterogeneity is frequently modelled by spatially varying coefficients
models, the most common of which is the Geographically Weighted
Regression (GWR) (Fotheringham, Brunsdon, & Charlton, 2003).
The primary purpose of this section is to determine if machine
learning models can adequately capture spatial effects from geographic
coordinates, and whether SHAP can be used to extract these spatial ef
fects for interpretation and visualisation. We use XGBoost (eXtreme
Gradient Boosting) as an example of machine learning models in this
paper, which is one of the most widely adopted options for supervised
classification and regression tasks. XGBoost is a gradient boosting
method that sequentially ensembles decision trees to minimise the
model error using a gradient descent optimization algorithm (Chen &
Guestrin, 2016). It is shown in the literature that a properly tuned
XGBoost typically outperforms alternative methods such as random
forest or deep neural network for supervised problems (Pan, 2018;
Zamani Joharestani, Cao, Ni, Bashir and Talebiesfandarani, 2019;
Shwartz-Ziv & Armon, 2022). Additionally, XGBoost is integrated well
with SHAP, and SHAP values can be efficiently estimated by the Tree
SHAP algorithm (Lundberg et al., 2018). Being model-agnostic, SHAP
values can also be computed for other machine learning models such as
random forest and neural networks, but this work focuses on XGBoost as
an example.

where ̂
y i is the model prediction value for the observation i, shap0 =
E(̂
y ) is the mean prediction across all observations, and shap(Xji) refers
to the SHAP value of the jth feature for observation i which represents the
marginal contribution of the feature to the prediction. In this way, the
sum of all SHAP values is equal to the difference between the actual
prediction and the average prediction. SHAP estimates also satisfy the
properties that Shapley values have. Furthermore, the absolute SHAP
value reflects the strength of the feature’s impact on model prediction,
therefore it can be used as feature importance scores (Molnar, 2020).
SHAP values can be approximated by different approaches. For
example, Kernel SHAP adopts the idea from LIME, but with a Shapleycompliant weighting kernel that satisfies Shapley properties, address
ing the arbitrary local neighbourhood selection issue in LIME (Lundberg
& Lee, 2017). The authors also develop a Tree SHAP estimation
approach that is suited to tree-based methods such as random forest and
gradient boosting (Lundberg et al., 2018). Tree SHAP has the advantage
of being significantly faster than Kernel SHAP, and it also allows for the
estimation of interaction effects, which Kernel SHAP does not provide
due to its sampling approach. SHAP also integrates DeepLift for deep
learning interpretation. Implementations of SHAP are available in opensource python (shap) and R libraries (shapper and fastshap), and are
included in popular machine learning packages such as scikit-learn,
xgboost, LightGBM, and others.
The development of local interpretation methods, such as SHAP,
brings great potential to understand machine learning models of spatial
data because each observation is geo-referenced, allowing any estimated
feature attribution to be visualised spatially. In the next section, we will
demonstrate how SHAP can be used to extract spatial effects from ma
chine learning models and compare SHAP values to the spatial effects
estimated in spatial statistical models.

3.1. A comparison to SLM for modelling spatial autocorrelation
3.1.1. Simulation design
The matrix form of a Spatial Lag Model (SLM) is given in Eq. (3)
y = ρWy + Xβ + ε

(3)

where y is the dependent variable, X is a matrix of independent variables
(i.e. features), β are the coefficients, and ε is the error term. The inclu
sion of a spatial lag term ρWy distinguishes SLM from the Ordinary Least
Square (OLS) where W in the shape of N by N (N is the number of ob
servations) is a spatial weight matrix which reflects the spatial interac
tion among data points. The specification of the W matrix can be based
on geometry contiguity for polygon data or nearest neighbour for point
data, and it is usually row standardised. ρ is a coefficient which measures
the strength of the spatial autocorrelation.
y = (I − ρW)− 1 (β1 X 1 + β2 X 2 + ε)

(4)

Simulation data were synthesised under the assumption of a SLM in
Eq. (3). Two features, X1 and X2 were randomly drawn from a uniform
distribution of U (− 1.5, 1.5) and mapped on a 50 by 50 grid with a total
of 2500 observations. β1 and β2 were set to be 2 and 1, respectively. The
lag coefficient ρ was defined as 0.8 which manifests a strong level of
spatial autocorrelation. The weight matrix W was specified using 50
nearest neighbours to reflect a mid-range spatial autocorrelation in the
dependent variable. Scenarios with a long-range spatial lag or no spatial
lag can be found in Appendix A. The error ε was drawn from a standard
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3.1.2. Results
Table 1 summarises the overall model accuracy for both SLM and
XGBoost. Because of the model estimation process is different in statis
tical and machine learning models, the R2 value (1 −
∑
∑
(y − ̂
y )2 / (y − y)2 ) and residual Root Mean Square Error (RMSE)
were reported for the whole dataset for SLM and for the independent test
data for XGBoost. According to Table 1, both the SLM and the XGBoost
model perform satisfactorily, but SLM outperforms XGBoost with a
better R2 value (0.811 vs. 0.783) and a smaller residual RMSE (1.005 vs.
1.088). The Moran’s I value of the residuals were also calculated, and
both SLM and XGBoost have low Moran’s I values, suggesting that most
of the spatial autocorrelation is not left in the residuals and is captured
by the model. The RMSE of the spatial lag measures the accuracy of the
replicated spatial lag term, which was calculated based on the difference
between estimated spatial lag and the true spatial lag. We can see that
SLM performs better than XGBoost. Regarding the parametric terms
(Xβ), SLM has very low RMSE while XGBoost is not as accurate as SLM.
Because the data generation process is based on a SLM specification, the
outcome that SLM performs better than XGBoost is expected. However,
considering that XGBoost is fully automatic without assumptions to the
model specification and parameter distribution, this level of accuracy is
satisfactory.
Following overall model performance, we will take a closer look at
the estimated SHAP values from XGBoost. Fig. 1 depicts a summary plot
of estimated SHAP values coloured by feature values, for all main
feature effects and their interaction effects, ranked from top to bottom
by their importance. The largest effect is attributed to feature X1, and the
second to feature X2 with about half of the estimated SHAP values. This
is expected because the effect of feature X1, which is specified as the

Table 1
Comparison of overall model accuracy for SLM and XGBoost.
2

R
RMSE of residuals (ε)
Moran’s I of residuals (ε)
RMSE of spatial lag (ρWy)
RMSE of parametric term 1 (β1X1)
RMSE of parametric term 2 (β2X2)

SLM

XGBoost

0.811
1.005
0.013
0.016
0.007
0.011

0.783
1.088
0.055
0.272
0.218
0.187

normal distribution N (0, 1). Then the dependent variable y was con
structed following Eq. (4). With this synthesised dataset, an XGBoost
model and a SLM model were both fitted. The XGBoost model was fitted
using the python package xgboost (developed by Chen & Guestrin, 2016),
and the hyperparameters were tuned using a Bayesian optimisation
package, hyperopt (developed by Bergstra, Yamins, & Cox, 2013) nested
within a 5-fold cross-validation. With the optimal hyperparameters, the
final XGBoost model was trained based on 80% of the whole dataset and
tested against 20% of independent test data to avoid overfitting. The
details of the hyperparameter tuning and model training can be found in
the attached computational Jupyter notebook. The SHAP values were
calculated for the XGBoost model using the python package shap. The
SHAP value for the spatial lag term was calculated as the sum of the
estimated SHAP values of both X and Y coordinates and the mean of the
dependent variable. As comparison, the SLM model was fitted by the
PySAL’s spreg python library (Rey et al., 2021). Our goal is to see
whether the XGBoost model can produce accurate estimations when a
spatial lag is presented.

Fig. 1. SHAP summary plot for the XGBoost model when spatial autocorrelation presents. Note that in the SHAP summary plot produced by the SHAP python
package, any interaction will appear twice and coloured by feature value noted with “*”, respectively. For example, “X1* - X2” shows the interaction effect between
feature X1 and X2 and coloured by the feature value of X1.
4
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Fig. 2. SHAP estimated parametric and spatial effects with comparison to the true generating processes.

coefficient β1 = 2, is exactly twice as large as the effect of feature X2 (β2
= 1). The X and Y coordinates (features x-coord and y-coord) of each data
point, as well as their interaction effects (x-coord * y-coord), also have
important contributions to the model prediction. However, no notice
able effects are found from SHAP values for interactions between co
ordinates and features X1 and X2. Based on the data generating process
defined in Eq. (3), the SHAP summary plot accurately identifies
important features and quantifies the amount of feature contributions to
the model.
The partial dependence effects can be plotted for the parametric
components and the spatial component, as shown in Fig. 2. The top two
figures depict the partial dependence between X1 and X2 and their
estimated SHAP values. We can see positive linear trends that are quite
close to the true slopes designed in the data generating process. The
bottom two figures compare the extracted spatial effect to the true
spatial lag. It is worth noting that a spatial autoregressive process which
reflects spatial interaction and spill over effects cannot be modelled by a
raw XGBoost model without specific considerations. However, we can
compare the spatial pattern of the lag term and the estimated SHAP
values from location features. As can be seen in Fig. 2, the general spatial
pattern of the spatial lag term is approximated well by XGBoost, but the
predicted effect is not as smooth as the true spatial lag. This is because
XGBoost, as a tree-based model, does not have smooth decision
boundaries, making the estimation more jagged. Since many spatial
phenomena are continuous over space, this may be a potential drawback

of adopting standard tree-based machine learning models for spatial
data.
3.2. A comparison to MGWR for modelling spatial heterogeneity
3.2.1. Simulation design
This section demonstrates how to use SHAP to extract spatially
varying effects from machine learning models with comparison to
Geographically Weighted Regression (GWR). GWR has been widely used
to model spatially varying relationships. It fits locally weighted regres
sion at each data point by borrowing data from its geographic proximity
and weighting the data according to the distance to the current focal
point. The data borrowing range is termed bandwidth which can be
optimised by a model selection criterion such as Akaike Information
Criterion (AIC). In this paper, we used an advancement of GWR named
Multiscale GWR (MGWR) that allows the bandwidth to vary across
predictors reflecting the scale at which different processes operate
(Fotheringham, Yang, & Kang, 2017; Li & Fotheringham, 2020; Yu et al.,
2020). The formulation of MGWR is shown in Eq. (5):
∑p
yi = β0 (ui , vi ) +
β (ui , vi )xij + εi
(5)
j=1 j
where βj(ui, vi) is the local coefficient at location i with coordinates (ui,
vi), xij is the jth.
feature at location i, and εi is the random error at location i. Data
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Table 2
Comparison of overall model accuracy for MGWR and XGBoost.
2

R
RMSE of residuals (ε)
RMSE of local intercept (β0)
RMSE of spatial term 1 (β1X1)
RMSE of spatial term 2 (β2X2)

MGWR

XGBoost

0.864
0.986
0.177
0.096
0.227

0.858
1.052
0.222
0.185
0.215

Fig. 3. Data generating processes used in Eq. (6).

were synthesised following the specification of an MGWR model with
the same set of features and error as in the previous simulation. Spatially
varying processes were generated, as shown in Fig. 3. Similar simulation
setups were used in consistence with GWR literature (Fotheringham
et al., 2017; Harris, Fotheringham, Crespo, & Charlton, 2010). It is
worth noting that the spatial pattern of β1 is only associated with the X
coordinates of data and is invariant to the Y coordinates. Whereas the
value of β2 is only linked with the Y coordinate. And we designed both
continuous and discrete heterogeneities to see whether models can
handle both cases. Then the dependent variable y was constructed based
on the features, their coefficients, and the error term, shown in Eq. (6).
The XGBoost model was fitted with the same configuration as in the
previous experiment, and SHAP values were calculated accordingly. The
MGWR model was fitted using the python package mgwr (Oshan, Li,
Kang, Wolf, & Fotheringham, 2019) with the default parameters. This
simulation design reflects our intention to see whether SHAP can pick up
the interaction effects between features and the correct axes. For
example, if the process associated with a feature is only a function of the
x-coordinate (reflecting a west-east trend), then SHAP should not
identify any interaction between that feature and the y-coordinate.
Another simulation which replicates the design in Fotheringham et al.
(2017) can be found in Appendix B.
yi = β0 (ui , vi ) + β1 (ui , vi )xi1 + β2 (ui , vi )xi2 + εi

(6)

3.2.2. Results
In Table 2, an overall assessment of model performance demon
strates that both models fit the data well. According to the RMSE of the
various partial components, MGWR is better at modelling continuous
spatial heterogeneity in β0 and β1, whereas XGBoost is better at
modelling discrete spatial heterogeneity in β2. It is an anticipated
behaviour since the data borrowing approach in MGWR smooths the
estimated effects, whereas the tree-based algorithm favours discrete
boundaries.
For SHAP results, similar to the interpretation of Fig. 1, Fig. 4 shows
the importance of different effects ranked from high to low. The top two
effects attributed to feature X1 and X2 with the same magnitude. This is
because, when averaged across all locations, features X1 and X2 have the
same global influence (E(β1) = E(β2) = 1.5). After these, the remaining
contributors to the model are from the coordinates and the interaction
between coordinates and features. It is worth noting that the interactions
between X2 and Y-coordinates (X2 – y_coord), as well as X1 and X-co
ordinates (X1 – x-coord), are substantial. However, the interactions
between X2 and the X-coordinate (X2 - x_coord), as well as X1 and the Ycoordinate (X1 – y_coord), are weak. This is because the designed
spatially varying effect for X1 (X2) is only a function of the X coordinate
(Y coordinate) and invariant to the other coordinate. This demonstrates
that SHAP can identify the correct interaction between location and nonlocation features. Other notable effects are generated by the coordinates
and their interactions, indicating the presence of a local intercept.
The estimated spatially varying coefficients are visualised in Fig. 5.
The first row shows the local parameter estimates obtained from MGWR.
SHAP does not directly estimate regression coefficients, to derive the
MGWR-like coefficients, here we calculated the ratio between the esti
mated SHAP partial effect and the corresponding feature value shap
6
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Fig. 4. SHAP summary plot for the XGBoost model when spatially varying effects present.

(Xj)/Xj. We can see that even though the general spatial patterns are
replicated well, there are estimates with a large amount of noise. These
are the locations that have feature values closer to zero, and there is a
numerical issue when calculating the ratio directly. An ad-hoc approach
to remedy this is to perform a moving window smoothing by calculating
the slope between SHAP values and feature values within such window
as the coefficient, which are shown in the third row in Fig. 5. We can see
that the smoothed XGBoost based coefficients have a better fit to the true
data generating processes in Fig. 3.

SHAP, a new simulation is run on top of the model described in Section
3.2, but with two additional effects: one non-linear cubic effect (X33) with
a new feature X3 and one interaction effect between existing features X1
and X2 (2X1X2). Eq. (7) shows the resulting data generating process for
each data point i, which is used to create new data for fitting with both
MGWR and XGBoost.
yi = β0 (ui , vi ) + β1 (ui , vi )xi1 + β2 (ui , vi )xi2 + x3i3 + 2xi1 xi2 + εi

(7)

3.3.2. Results
The SHAP summary plot in Fig. 6 shows that XGBoost correctly picks
up main effects from features X1, X2 and X3 as well as any possible in
teractions effects designed the Eq. (7). In terms of the overall model
accuracy, XGBoost has an R2 value of 0.893 with a prediction RMSE of
1.167, while MGWR has an R2 value of 0.735 with a prediction RMSE of
1.724. XGBoost is more accurate than MGWR in this case due to its
correct identification of all co-existing effects. From Fig. 7, we can see
that for the estimated spatially varying effects, SHAP-explained XGBoost
has a more accurate replication of the designed true data generating
processes. The parameter estimates in MGWR are less accurate because
the interaction and non-linear effects are being omitted. It is worth
noting that for a non-linear effect, MGWR will estimate it as a spatially
varying effect which may induce bias in both estimation and interpre
tation (Sachdeva, Fotheringham, Li, & Yu, 2021). In this simulation, it
can be seen in Fig. 8, for feature X3, its partial relationship to the model
prediction is supposed to be non-linear as correctly modelled by
XGBoost (shown to the left) instead of spatially varying as modelled by
MGWR (shown to the right). More discussions regarding modelling nonlinear relationships in MGWR and possible remedies can be found in
Sachdeva et al. (2021).

3.3. Model comparison when complex effects co-exist
3.3.1. Simulation design
From Section 3.1 and Section 3.2, it is suggesting that XGBoost model
produces similar overall performance when comparing to SLM and
MGWR model. And SHAP can be used to explain the XGBoost model and
generate parameters that are consistent with these in SLM and MGWR by
visualising the interaction effects of geographic coordinates of the data.
One might wonder, if we already have spatial statistical models, when
and why do we still need machine learning? The reason for this is that
while spatial statistical models operate well under their own assump
tions, they may not work well in real-world situations when the data
generation process is complex and unknown. In this instance, fully
automatic machine learning that depends on fewer assumptions may be
more favourable. Additionally, in spatial modelling, non-linear and
interaction effects are often neglected; therefore, when these effects are
presented but not included in the model, statistical models are often
biased (Basile, Durbán, Mínguez, Montero, & Mur, 2014; Harris, 2019).
To demonstrate the flexibility of using machine learning model and
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Fig. 5. Comparison of estimated local coefficients for MGWR and XGBoost.
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Fig. 6. SHAP summary plot for the XGBoost model when spatial, non-linear and interaction effects co-exist.

the centroid of each census tract (x_coord and y_coord). Census tracts
with fewer than 500 population were excluded in the analysis to avoid
the small sample bias in the ACS and the SLD datasets. The final data
used are shown in Figs. 9 and 10.
The trip demand dataset was predicted using an XGBoost model, and
SHAP values were computed subsequently. An MGWR model and an
SLM model were also fitted. Regarding the overall model fit, XGBoost
has the highest R2 value of 0.94, and MGWR and SLM has R2 value of
0.84 and 0.79, Detailed parameter estimates from SLM and MGWR can
be found in Tables C1 and C2 in Appendix C, and here we focus on the
results obtained from XGBoost and SHAP. Fig. 11 shows the SHAP
summary plot with top 15 contributing features. It is clear that a tract’s
education level and average trip distance are the most important fea
tures in the model, followed by the percentage of people aged 18 to 34.
The location effect is also crucial in the model, as assessed by the
magnitude of SHAP values of the X and Y coordinates. Other features are
also contributing to the model, except for network density which its
impact is minimal. It is worth mentioning that no major interaction ef
fects between locations and non-location features are found in the SHAP
summary plot; thus, spatially varying coefficient models (e.g. GWR) may
not be necessary in this case. Uncertainties in SHAP estimates (shaded in
light blue) were also estimated using a non-parametric bootstrap
method based on residual resampling (Efron, 1992). Model residuals
were resampled with replacement and added to the predictions to create
the new dependent variable, then a XGBoost model was re-trained using
the same hyperparameters and SHAP values were re-calculated and
stored. This was repeated for 5000 times, and the 95% confidence in
terval for SHAP values were computed using percentiles of the bootstrap
sampling distributions.
Fig. 12 depicts the partial dependence plot for each non-location
feature while accounting for the other factors in the model. From
Fig. 12, it can be shown that the education level (pct_bach) in a census
tract has a strong positive association with ride-hailing service demand,

4. An example of modelling ride-hailing service demand in
Chicago
Simulations in the previous section demonstrate that machine
learning model is accurate even when complex spatial and non-spatial
effects present, and SHAP can be used to estimate these effects. In this
section, we show an empirical example of using SHAP to explain a
machine learning model of ride-hailing service demand in the city of
Chicago at the census tract level. Ride-hailing trip data in 2019 were
retrieved from the City of Chicago Data portal, which hosts all trip re
cords provided by transportation network companies (e.g. Uber, Lyft).
Each trip is geo-coded with the pick-up and drop-off census tracts, as
well as other trip attributes such as the trip distance in miles and
whether the trip is shared by multiple parties. Small anomalous trips
having a duration of less than one minute, a distance of less than 0.1
mile, and a fare of less than 2.5 dollars were excluded from the analysis.
The ride-hailing demand of a census tract, which serves as the dependent
variable, is the sum of all trips that originate from that census tract. The
dependent variable then was log transformed to avoid strong skewness
in its distribution. Features used to predict demand were selected based
on the recent literature of this topic (e.g. Barajas & Brown, 2021; Dean &
Kockelman, 2021; Marquet, 2020), and data were downloaded from the
American Community Survey (ACS) 2015–2019 5-year estimates and
the U.S. Environmental Protection Agency (EPA) Smart Location Data
base (SLD) which include socioeconomics and built environment of
census tracts. Specifically, the features used in the model are the per
centage of white population (pct_white), the percentage of people aged
between 18 and 34 (pct_18_34), the percentage of households without a
vehicle (pct_no_car), the percentage of people with a Bachelor’s degree or
higher (pct_bach), employment entropy which is based on the diversity of
5 types of jobs defined in SLD (job_entrophy), logarithm of population
density (log_pop_den), average trip distance (ave_trip_dist), the percentage
of the trips that are shared (pct_shared), and the X and Y coordinates of
9
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Fig. 7. A comparison of the estimated spatial effects from MGWR (top) and XGBoost (bottom).
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Fig. 8. Estimated non-linear effect for feature X3 in XGBoost (left) and MGWR (right).

high proportion of shared passengers, which reduces the predicted trip
demand, the percentage of users who choose to share their trip has no
substantial impact on ride-hailing demand. The proportion of house
holds without a vehicle has a positive relationship with ride-hailing
demand. That correlation, however, is weak because the confidence
interval is relatively wide. The curve for job entropy reveals that tracts
with minimal job diversity use fewer ride-hailing services. The per
centage of white residents in a census tract does not exhibit a strong
association with ride-hailing trip demand, except for highly white
neighbourhoods where demand is lower than the Chicago average. The
logarithm of population density and network density have no noticeable
relationships with ride-hailing demand from the model.
The contribution of location to trip demand, as measured by SHAP
values of geographic coordinates, has a clear spatial pattern, as shown in
Fig. 13. The red areas represent places with a positive contribution,
whereas the blue areas represent locations with a negative contribution.
It should be noted that these contributions have already taken other
factors into account, and they reflect contributions exclusively from the
location, i.e., a context-based place effect. A positive contrition on ridehailing service demand may be seen in downtown Chicago and along the
entire east coast, where the majority of businesses and popular tourist
sites are located. The census tract in which the University of Chicago is
located also has a high level of location-driven demand as well. Census
tracts in the west have lower location-based demand in general. Previ
ous modelling efforts on this topic either use statistical models (e.g.
Dean & Kockelman, 2021; Marquet, 2020), or machine learning models
but without local interpretation (e.g. Yan, Liu, & Zhao, 2020). This
example, however, discovers interesting non-linear effects and spatial
patterns that are not reported in the existing work, which is made
possible by machine learning and local interpretation approaches.
5. Discussion
Previous sections demonstrate the utility of SHAP to interpret
XGBoost model of spatial data under both simulated and empirical
scenarios. In this section, we discuss some further issues and
opportunities.
First, the use of SHAP to provide reliable estimates requires that the
machine learning model be accurate and robust. It is a well-known
concept of ‘garbage in, garbage out’ in data modelling that problem
atic input will lead to problematic output. As an analogy, for model
explanation, any inaccuracies in the model will be transmitted to ex
planations, causing skewed understandings. If the model is not able to
capture spatial relationships, then it is not possible to use SHAP to es
timate any spatial effects. In this paper, we used a standard example of
XGBoost with coordinates as spatial features, and we found that the
model performs well and that the extracted spatial effects from SHAP are

Fig. 9. Map of the dependent variable (log of trip demand) used in the Chi
cago example.

implying that residents in highly educated neighbourhoods use more
ride-hailing services than those in less-educated neighbourhoods.
Average trip distance has a strong negative correlation with travel de
mand. When travel distance increases, it reduces the predicted demand
in a census tract, suggesting that riders tend to not use ride-hailing
services for longer trips. The percentage of population in a census
tract aged 18 to 34 shows a non-linear relationship with trip demand,
with a strong positive trend being observed when it is less than 40% and
no influence after it exceeds 40%. Except for census tracts with a very
11
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Fig. 10. Maps of features used in the Chicago example.

good approximations of the true parameters. However, this is unlikely to
be optimal in all the cases. In empirical spatial applications, instead of
using standard machine learning models, it is encouraged to use models
with special considerations to spatial data. For example, Lyft developed
a GeoBoost algorithm that uses diagonal, Gaussian and periodic splitters
rather than the standard tree split approach in gradient boosting to
better split space into areas of varying shapes and sizes and to avoid
jagged effects (Cohen, 2021).
Second, the interpretation of SHAP values needs special attention. A

SHAP value is the contribution of a feature to the difference between the
actual prediction and the mean prediction, while accounting for the
other factors in the model (Lundberg & Lee, 2017). SHAP values
represent partial dependence, meaning that they do not have the exact
same interpretation as coefficients in a regression model (Molnar, 2020).
In order to construct coefficients, one needs to calculate the gradient
between features and their SHAP values. As shown in Section 3.2, an adhoc approach to calculating coefficients is by employing a kernel
regression smoother to SHAP value against the feature. However, the
12
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Fig. 11. SHAP summary plot for the trip demand model.

Fig. 12. Partial dependence plots for all non-location features. Blue shade shows the bootstrap 95% confidence interval for SHAP values. (For interpretation of the
references to colour in this figure legend, the reader is referred to the web version of this article.)
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in the Chicago study, we found that major effects are a spatial effect
resulting from coordinates and other non-linear effects from features,
which can be alternatively modelled by a Generalized Additive Model
(Hastie & Tibshirani, 1990; Wood, 2006) or a Geoadditive Model
(Kammann & Wand, 2003). If strong interactions between coordinates
and features are detected, a spatially varying coefficient model such as
MGWR or Eigenvector Spatial Filtering (Seya, Murakami, Tsutsumi, &
Yamagata, 2015; Murakami & Griffith, 2019) may be more suited. Then
analysts can benefit from a more rigorous inferential framework in these
statistical models. Furthermore, there is also a possibility of deriving
uncertainty measures for SHAP values using non-parametric inference.
In the Chicago example, we employed a standard residual-based boot
strap to generate the 95% confidence interval for SHAP values. Future
work can compare the inferential capabilities of the bootstrap based
SHAP uncertainties with the parameter uncertainties in spatial statisti
cal models.
Lastly, whereas much of recent research has focused on developing
spatially explicit machine learning models (e.g. Du, Wang, Wu, Zhang, &
Liu, 2020; Yan, Janowicz, Mai, & Zhu, 2019; Zhan et al., 2017), much
less attention has been paid to advancing spatially explicit interpretation
methods. It is possible to borrow the idea of, for example, geographic
weights and proximity to construct local surrogate models to explain
geographically local relationships. Future work could develop new
interpretation methods that are better suited to spatial data and spatially
explicit models to help understand spatial relationships.
6. Conclusions
Machine learning models have become increasingly common in
modelling and predicting spatial phenomena. Interpretability is a major
challenge in machine learning that limits its further adoption in spatial
data modelling when the interest is in discovering the underlying pro
cesses and spatial effects. Recent advancements in interpretable ma
chine learning, particularly in local interpretation approaches, allow us
to peek into the black box and explain how a prediction is made for each
observation. In spatial data applications where observations are geo
coded, this further enables analysts to extract spatial relationships and
visualise them on maps. SHAP, which is arguably the most popular
method in the local interpretation toolbox, integrates several ap
proaches (e.g. LIME, game theory) with a solid theoretical background
and provides robust estimating algorithms and software. Despite exist
ing research on applying SHAP to spatial data modelling, no research on
deriving spatial effects from machine learning models has been
reported.
This study fills this gap and shows how to use SHAP to draw spatial
insights from machine learning models. The paper’s main conclusion is
that spatial effects can be retrieved by mapping SHAP values of inter
action effects from location features, and these values are consistent
with estimations in spatial statistical models at the parameter level. This
paper specifically contributes to the spatial data modelling community
in three ways. First, using simulated and empirical examples, this paper
shows how to use SHAP to extract spatial effects (i.e., spatial autocor
relation and heterogeneity) from machine learning models. Second, this
work demonstrates that the non-parametric and autonomous nature of
machine learning makes it a great tool for exploring functional forms
and model specifications for statistical models when prior assumptions
are unknown. Third, by comparing machine learning to spatial statisti
cal models (e.g., SLM and MGWR), this work provides confidence and
trust in using machine learning for spatial data and may converge an
alysts who favour machine learning (due to its superior flexibility and
predictability) and spatial statisticians who prefer traditional spatial
statistical models (due to the lack of trust in black-box machine

Fig. 13. The spatial effect of location to ride-hailing demand as measured by
the SHAP values of geographic coordinates.

kernel window may have an influence on the smoothed coefficients, and
this should only be used for exploratory purposes. Future investigations
are needed in this area. Another issue related to the interpretation of
SHAP values is when there are correlated features. Correlation in fea
tures is generally not a problem in machine learning for prediction tasks,
but it will affect the interpretation of feature importance (Toloşi &
Lengauer, 2011). This is not a specific issue for SHAP, but more of a
point to note that different models treat correlated features differently.
For example, gradient boosting will have a focus on the feature with a
stronger link to the dependent variable (Chen & Guestrin, 2016) while
random forest will share the importance among the correlated features
(Strobl, Boulesteix, Zeileis, & Hothorn, 2007). Even though SHAP values
are still faithful to reflect what a model thinks would be important,
special attention is needed when interpreting and reporting the results.
Third, the combination of machine learning and SHAP can be a great
tool for identifying important features and exploring functional forms of
relationships from the data. Model selection is usually computationally
challenging for statistical models when the data size is large and re
lationships are complex and unknown. For spatial models, additional
computation (e.g., inverse of a spatial covariance matrix, local regres
sion at each location) is usually needed to account for possible spatial
effects. Machine learning generally requires fewer assumptions about
the underlying generating processes, and they are good at detecting
patterns in a large amount of data, especially when complicated
nonlinear interactions are present (Bzdok, Altman, & Krzywinski, 2018).
If formal statistical inference is desired, analysts can then estimate a
statistical model based on the effects identified from SHAP. For example,
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learning).
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Appendix A
Further simulation results to supplement Section 3.1 in the main text which includes two additional scenarios:1) a model with a long-range spatial
autoregressive process and 2) a model with no spatial autoregressive process. The results are shown in Fig. A1.

Fig. A1. SHAP estimated spatial effects from XGBoost model when a long-range spatial autoregressive process presents (top) and when no spatial autoregressive
process presents (bottom).

Appendix B
Further simulation results to supplement Section 3.2 in the main text which includes spatially varying processes that are not parallel to coordinate
axes. The regression equation was obtained from Fotheringham et al. (2017). And the estimated spatial effects from both MGWR and XGBoost can be
seen in Fig. B1.
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Fig. B1. A comparison of estimated spatial effects between MGWR and XGBoost.

Appendix C
Table C1 and Table C2 show the parameter estimates and model goodness-of-fit from SLM and MGWR respectively.
Table C1
Parameter estimates and model goodness-of-fit from an SLM of the Chicago dataset.
Variable

Coefficient

Std.Error

t-value

p-value

CONSTANT
pct_18_34
pct_white
pct_bach
pct_no_car
log_pop_den
job_entropy
network_den
ave_trip_dist
pct_shared
W_y

6.090
1.885
− 0.856
1.551
0.401
0.218
0.659
0.005
− 0.226
− 2.003
0.362

0.657
0.410
0.210
0.274
0.280
0.064
0.220
0.005
0.031
0.695
0.043

9.269
4.592
− 4.084
5.661
1.433
3.421
2.998
0.937
− 7.279
− 2.882
8.327

0.000
0.000
0.000
0.000
0.152
0.001
0.003
0.349
0.000
0.004
0.000

RMSE
R2

0.82
0.76
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Table C2
Summary statistics of parameter estimates and model goodness-of-fit from an MGWR model of the Chicago dataset.
Variable

Bandwidth

Mean

STD

Min

Median

Max

CONSTANT
pct_18_34
pct_white
pct_bach
pct_no_car
log_pop_den
job_entropy
network_den
ave_trip_dist
pct_shared

793
793
591
793
793
52
328
467
527
44

10.048
1.539
− 0.230
2.706
1.371
0.198
0.441
− 0.002
− 0.301
− 2.357

0.008
0.037
0.238
0.018
0.065
0.453
0.539
0.007
0.081
3.865

10.033
1.478
− 0.628
2.672
1.294
− 1.153
− 0.675
− 0.019
− 0.423
− 10.621

10.051
1.533
− 0.091
2.712
1.379
0.159
0.386
− 0.001
− 0.244
− 2.552

10.06
1.656
0.028
2.736
1.476
1.459
1.439
0.010
− 0.219
15.173

RMSE
R2

0.80
0.84
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Štrumbelj, E., & Kononenko, I. (2014). Explaining prediction models and individual
predictions with feature contributions. Knowledge and Information Systems, 41(3),
647–665.
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