
 

 
 
 
 
 
 
Mehr, S. H. M., Craven, M., Leonov, A. I., Keenan, G. and Cronin, L. (2020) A 
universal system for digitization and automatic execution of the chemical synthesis 
literature. Science, 370(6512), pp. 101-108. 

 
   
There may be differences between this version and the published version. You are 
advised to consult the publisher’s version if you wish to cite from it. 
 
 
 

http://eprints.gla.ac.uk/221626/            
      

 
 
 
 
 
 

Deposited on: 27 October 2020 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

Enlighten – Research publications by members of the University of Glasgow 
http://eprints.gla.ac.uk  

  

http://eprints.gla.ac.uk/221626/
http://eprints.gla.ac.uk/


A universal system for digitization and automatic execution 
of the chemical synthesis literature 
 
S. Hessam M. Mehr*, Matthew Craven*, Artem I. Leonov*, Graham 
Keenan, Leroy Cronin† 
 
School of Chemistry, University of Glasgow, Glasgow G12 8QQ, UK. 
 
†Corresponding author. Email: lee.cronin@glasgow.ac.uk 
* These authors contributed equally to this work. 
 
Robotic systems for chemical synthesis are growing in popularity but can be difficult 
to run and maintain because of the lack of a standard operating system or capacity for 
direct access to the literature through natural language processing. Here we show an 
extendable chemical execution architecture that can be populated by automatically 
reading the literature, leading to a universal autonomous workflow. The robotic 
synthesis code can be corrected in natural language without any programming 
knowledge and, because of the standard, is hardware independent. This chemical code 
can then be combined with a graph describing the hardware modules and compiled 
into platform-specific, low-level robotic instructions for execution. We showcase 
automated syntheses of 12 compounds from the literature, including the analgesic 
lidocaine, the Dess-Martin periodinane oxidation reagent, and the fluorinating agent 
AlkylFluor. 
 
 
Synthetic chemistry remains labor intensive, and some protocols suffer from errors or 
ambiguity (1, 2). Recently, there has been rapid growth in the development of robotic 
synthesis of molecules (3–5), but new developments are limited to specific reaction 
types, and a universal approach for the automatic encoding and validation of the 
chemical synthesis literature is lacking, which means that automation currently just 
displaces effort from manual labor to programming (6). The burden is further 
increased by the plethora of robotic solutions, which lack a common standard 
architecture. What is needed is an abstraction that can not only implement the 
literature (7) but also adapt to new synthetic methods (8–11), in accordance with a 
standard that ensures interoperability between hardware systems. Currently, the 
standard of the recording and subsequent reporting of the synthesis of new chemical 
compounds varies greatly, and procedures are often available only as incomplete and 
ambiguous prose, relying on the expert to fill in any gaps (12). This means that the 
quality of the data stored in many reaction databases is highly variable (13), posing 
many problems for reproducibility (14), as well as preventing the development of 
reliable digital methods for prediction of reactivity (15), new structures (16), and 
functions (17). These limitations have also prevented the practical digitization of 
chemistry (6)—i.e., the development of automated systems that could run reactions 
and make molecules—because of the lack of standards linking the reaction 
dependencies to a standard hardware control and specification, as well as a machine-
readable standard for recording synthetic procedures. 
 
A key factor hindering the digitization of chemistry is the lack of a universal chemical 
programming language despite the recent proliferation of chemical automation 



platforms. For example, we have recently developed the Chemputer (18), a 
programmable modular system with hardware capable of performing the fundamental 
processes of chemical synthesis. The Chemputer was able to automate batch synthetic 
procedures but was limited to executing a set of specialized low-level hardware 
instructions, and no uniform development environment or universal hardware 
interface or specification was provided to allow the code to run on other systems. 
Consequently, previously automated syntheses involved laborious and error-prone 
manual translation of the synthesis procedures to these low-level instructions, which 
precludes portability to other platforms and requires programming expertise as well as 
detailed knowledge of the system’s robotic operations. Such implementations 
demonstrate the capabilities of the hardware but are not a suitable or sustainable way 
of automating chemical synthesis. Far from being restricted to the Chemputer, the 
absence of a universal chemical programming language threatens to undermine the 
feasibility of the nascent automated synthesis ecosystem. Automated platforms from 
different companies or research groups all have bespoke instruction sets with no 
obvious semantic link among them or to the literature. This broken link has prevented 
the digitization of chemistry: Our vast repertoire of synthetic knowledge cannot be 
directly executed by robots today. To address this, we envisaged that a new 
architecture must rely on hardware-independent instructions represented in a standard 
chemical language that can express the synthesis of virtually any molecule (Fig. 1A). 
 

 
Fig. 1 Conceptual representation of chemical synthesis execution.  
(A) Outline of the universal system for the automatic execution of chemical synthesis from the literature. A 
method of extracting the procedure is needed, followed by an algorithmic process for producing the code that 
conforms to a standard hardware and software architecture. Manual error correction by the expert chemist and 
simulated execution ensure reliability and safety. The execution route is highlighted. (B) Abstraction of batch 
synthesis and two possible workflows for its execution. In the traditional workflow (left), all operations specified 
in the middle column are carried out manually by the chemist. Most operations are automated in the digital 
workflow (right), although the chemist can inspect and override the system’s output without having to modify the 
software or learn a programming language. 



Whether carried out manually by a chemist or automatically by a robot, the execution 
of batch synthesis procedures follows a fixed set of steps, with parallels between the 
manual actions in the traditional workflow and their automated counterparts in the 
digital workflow (Fig. 1B). 
 
Comparing the two workflows reveals the steps necessary for realizing the digital 
workflow. These steps all operate on or refer to an intermediate representation of the 
actions in the procedure. To use a sufficiently capable batch synthesis robot for the 
universal digitization of chemistry, we thus hypothesized that the robot’s hardware 
abstraction must be connected to practical synthesis by an executable hardware-
independent chemical programming language. This universal chemistry-oriented 
domain-specific markup language allows us to map the commonly reported 
methodological instructions to hardware-agnostic chemical instructions. Additionally, 
the semantic connection between this language and laboratory batch synthesis enables 
robotic execution of laboratory synthetic procedures without manual adaptation or 
modification. Instructions can thus be translated between the two without loss of 
information, as we no longer need to cross the large semantic gap between chemistry 
and robotic operations. 
 
Herein, we present a system for the digitization of chemistry by making the chemical 
literature directly executable on automated synthesis platforms such as the 
Chemputer. To implement the system, we required a language with which synthetic 
procedures can be expressed succinctly by using vocabulary similar to that in the 
literature and executed on any compatible robotic platform. To this end, we have 
devised a chemical programming language and associated visual development 
environment that allows users to encode procedures without ambiguity and exchange 
them using a standard format. Our Chemical Description Language, XDL (the X 
pronounced “kai” in reference to “χηµία,” the Greek word for chemistry), achieves 
this goal by representing syntheses as sequences of processes taking place in abstract 
vessels with abstract hardware and is based on the ubiquitous XML format (19). Our 
chemical development environment then inspects this representation and determines 
which hardware components are necessary to execute it on a virtual machine, 
producing specifications for a platform capable of running the procedure. Given a 
robotic platform with the required hardware modules, which conform to the standard 
architecture, the generic XDL description of the procedure is compiled into an 
executable specific to the platform and run on the target hardware to carry out the 
automated synthesis (Fig. 2). 
 

 

Fig. 2 System workflow.  



SynthReader converts synthetic procedures described using natural language into hardware-independent chemical 
code (XDL) within ChemIDE. The digitized procedure is represented and can be visually edited as natural 
language but internally stored as XML. Using the software, the user can amend the procedure or fix any potential 
translation errors. Once the correct chemical code has been produced, the virtual hardware used in the procedure is 
mapped to the user’s physical platform. Compilation then combines the code with the mapped graph in a virtual 
machine to produce a hardware-specific executable suitable for immediate execution on the target platform. Tmax, 
maximum temperature; Tmin, minimum temperature. 

The synthesis procedure, once written using our standard chemical programming 
language, provides a universal and hardware-independent way of digitizing chemical 
synthesis. However, there must also be a way of easily transferring syntheses written 
in natural language into code without programming knowledge or duplication of 
effort, while leveraging the expertise of the synthetic chemist. To do this, our system 
includes a chemical integrated development environment (ChemIDE) that facilitates 
importing literature procedures using a natural language processing (NLP) algorithm 
called SynthReader. In this context, other groups have recently applied NLP-based 
text mining to unstructured data from chemical synthesis texts to extract synthesis 
actions for both organic and inorganic reactions. This has been demonstrated by using 
pattern-matching techniques as well as machine learning (20–22). 
 
Although these approaches are useful for mining vast literature datasets, we needed a 
system that could output a machine-readable representation of a procedure with 
sufficient process details to unambiguously execute the procedure on an automated 
platform. This goes beyond simply tagging chemical entities found in literature 
procedures, as it also requires a structured declaration of the location of different 
reagents throughout the procedure, inference of implicit process details such as 
separation of phases and reflux temperatures, and a development environment in 
which the expert chemist can unambiguously edit the output. SynthReader achieves 
this goal by tagging text with relevant entities, converting the tagged text to a list of 
actions, and then adding implicit process information and concrete reagent locations 
and outputting the procedure in the XDL format, which contains all of the necessary 
information to unambiguously execute the procedure on an automated platform. We 
have demonstrated the efficacy of this approach experimentally by converting 
literature syntheses to XDL using SynthReader and synthesizing the target molecules 
by executing the produced XDL. 
 
Design and implementation of the system 
 
The key observation underlying our system is that any synthetic step is composed of a 
connected series of processes (add, heat, filter, etc.). Building on this observation, our 
system integrates the following components to realize automated synthesis from the 
literature: (i) a markup language capable of representing these extracted chemical 
processes and combining them in a context in which they can be executed as a 
chemical synthesis; (ii) an IDE allowing nonprogrammers to easily edit this 
representation of a chemical synthesis; (iii) a tool to automatically import existing 
procedures into the IDE, directly from the literature; and (iv) a virtual machine 
capable of transforming these chemical processes into basic operations that can be 
directly executed on a given automated platform. The integration of these parts is 
shown in Fig. 3. Below, we describe each component. 
 



 
Fig. 3 An overview of our system's architecture and operation.  
(A) ChemIDE provides a visual user interface in which chemical code can be edited by using natural language. 
Existing literature procedures can be imported into this environment by using the SynthReader NLP algorithm, 
then inspected and enhanced by the user before being compiled to execute on a specific hardware target by the 
virtual machine. (B) XDL’s internal XML-based representation propagates process information from steps to 
substeps. (C) A multi-step process within the virtual machine maps chemical synthesis steps to the relevant 
hardware modules within the target platform and recursively expands each step until it is reduced to basic 
hardware operations understood by the hardware. 

The XDL markup language was created to describe chemical synthesis in a robust, 
machine-readable way. The representation of a chemical synthesis as a sequence of 
discrete operations in XDL is the bridge between SynthReader, ChemIDE, and the 
virtual machine and the physical hardware operations necessary to perform that 
synthesis. The core of the XDL language is the XDL step. Each high-level step has a 
name and associated properties, and these steps and properties define the standard by 
which chemical syntheses can be described. Examples of top-level steps implemented 
in XDL are “separate,” “evaporate,” and “add,” and a total of 44 such top-level steps 
have been implemented so far. These steps can be combined in a linear sequence, or 
branched sequences can be created and executed concurrently by using the 
asynchronous capabilities of XDL. 
 
A disparate list of actions alone would hardly be sufficient for automated execution. 
XDL is notable for also providing the necessary experimental context, a stateful 
model of hardware and associated chemicals at every point in time. We designed 
XDL to capture information about synthetic procedures at multiple levels of 
abstraction, thereby allowing processes to be specified at a high level directly 
comparable to published methods sections but executed through low-level hardware 
instructions. From this representation, a graph specification of the physical platform 
required can be inferred. This is achieved by producing a set of hardware 
requirements based on the procedure, such as required hardware modules and their 
connectivity as well as any reagents and temperatures involved. In this respect, XDL 
is distinct from common chemical data interchange formats such as CML (Chemical 
Markup Language) in that it provides a complete executable abstraction of chemical 
synthesis. 



 
As most synthetic chemists are not experienced in programming, we created 
ChemIDE to facilitate user-friendly editing of XDL procedures. Similar to IDEs used 
by software developers, this environment helps the chemist adjust the procedure, add 
new operations to the procedure, and use the full capabilities of the software 
presented here within a graphical user interface. ChemIDE allows the user to program 
chemical synthesis without any coding knowledge by representing each step in natural 
language. This means that each step is shown to the user as a simple English sentence, 
highlighting words and phrases that they can edit, with input options and validation 
built in. For example, a dry step might show “Dry contents of reactor for 1 h,” in 
which “reactor” and “1 h” are editable, allowing the user to edit the vessel being 
dried and drying time. Changes made to these editable sentences are concretely linked 
to the underlying XDL representation, which can also be viewed in ChemIDE. Thus, 
users with no programming experience can interactively resolve ambiguities in the 
original text or amend any missing or implicit steps or process variables (movie S1). 
 
The SynthReader NLP algorithm can extract sequences of processes from synthesis 
descriptions and represent them in XDL. Many recent advances in NLP have relied on 
the use of machine learning with large datasets of labeled text (23). However, to the 
best of our knowledge, there is no large dataset of labeled synthetic protocols in 
which the labels correspond to the final list of actions and details required for this 
application; therefore, we decided to build SynthReader as a domain-specific 
algorithm with predefined rules. This is a viable design thanks to the regular, almost 
mechanical language in which synthetic protocols tend to be written (24). 
 
The text-to-XDL algorithm used in SynthReader was structured around three phases: 
(i) tagging [using a similar process to that used in previously published work, such as 
the ChemicalTagger (22)], (ii) interpretation, and (iii) conversion (Fig. 4A). In the 
tagging phase, different parts of the text are assigned labels, such as reagent names, 
volumes, or temperatures. This is achieved by using pattern-matching techniques. For 
example, one of the patterns used for finding solutions is “a solution of Reagent in 
Reagent” in which “Reagent” represents a phrase previously tagged as a reagent. An 
example phrase that would be matched by this pattern is “a solution of Oxone (181.0 
g, 0.29 mol, 1.3 equiv) in deionized water (650 mL).” SynthReader contains a total of 
16,582 patterns, some hard-coded, most programmatically generated from smaller 
hard-coded fragments. 
 



 
Fig. 4 Overview of SynthReader operation and performance. 
(A) Overview of the process by which text is converted to XDL. First, the text is hierarchically tagged by pattern 
matching. Pattern matching is then used again to extract all actions from the labeled text with their accompanying 
subjects and modifiers. Finally, the extracted actions are converted to XDL. The example text here contains only 
one action, but the system can handle multiple actions in one sentence. (B) Accuracy statistics for the latest version 
of SynthReader measured against 42 literature procedures before and after making revisions to the text. The final 
column shows the fraction of words in the procedure text that were modified in the process of editing. The lower 
and upper edge of each box represent the first and third quartile of values. The lower and upper horizontal lines 
(whiskers) represent the lowest and highest data points within 1.5 times the interquartile range of the box edges. 
Outliers (data points outside this range) are represented by diamonds. For benchmarking details, see 
supplementary materials section 2.5. 

Users are free to add, edit, and remove steps in the procedure as they wish; however, 
if trying to run a procedure from the literature, it is cumbersome to add every step 
individually. To conveniently import a literature procedure for further editing, we 
designed an NLP algorithm that automatically converts synthesis text to XDL. One 
component of the tagging process in which simple pattern matching is insufficient is 
the tagging of reagent names, as compiling an exhaustive list of these is not feasible. 
To tag reagent names, we use pattern matching with a database of common reagent 
names and then use a naïve Bayes classifier to determine whether candidate phrases 
are reagent names, excluding some specific phrases. The classifier uses probabilities 
that certain two-, three-, and four-letter word fragments are contained in a reagent 
name, calculated by using reagent names from the Reaxys database and non–reagent-
name text from the Brown English language corpus. In the interpretation phase, 
pattern matching is again used to find common sentence structures in the tagged text 
and extract actions described by these sentences, along with subjects of the actions 
and any action-modifying phrases, resulting in a list of actions with associated 
information. The final conversion stage takes the list of actions produced by the 
interpretation stage, standardizes the details associated with each action, and converts 
every action to one or more XDL steps, producing a final XDL file. XDL can track 
the movement of reagents throughout the procedure and SynthReader can combine 
this information with a built-in table of physical properties to deduce process 



variables such as reflux temperatures and separation phases automatically. The entire 
text-to-XDL process is visualized for an example sentence in Fig. 4A; however, the 
same process is extendable to multiple paragraphs of text. SynthReader was designed 
with the goal of providing an accurate translation of any given synthetic protocol. 
However, we acknowledge that because of the flexibility of natural language, there 
will always be cases where the algorithm fails and information is lost, and thus, the 
output of any such algorithm cannot be blindly trusted. ChemIDE makes it trivial to 
spot and amend any such omissions or errors. Figure 4B shows the results of 
benchmarks measuring SynthReader’s ability to recover synthetic actions and 
associated details from literature procedures. 
 
Once users have imported a procedure into ChemIDE using SynthReader and edited it 
to their satisfaction, the resulting chemical code can be compiled and executed on 
various hardware platforms. This functionality, enabled by a chemical virtual 
machine, combines the hardware-independent XDL representation with the graph 
description of the target hardware and automatically associates each step with the 
hardware modules required for execution. 
 
This means that one XDL file, without alteration, can be compiled and executed on 
multiple different platforms as long as the hardware can execute the necessary base 
steps. Otherwise, any missing hardware modules or modules that do not meet the 
required specifications are reported. 
 
The hardware graph can be automatically generated from a template graph of a 
specific platform or, alternatively, from the built-in default template. The hardware 
requirements are checked for compatibility with the template. If they are compatible, 
the template graph is altered to produce a procedure graph capable of executing the 
procedure. If they are incompatible, the user has the option to update either the 
template graph or the procedure. To produce platform-specific code, the virtual 
machine expands each XDL step in the procedure into a tree data structure, as shown 
in Fig. 3C. The leaves of this tree are hardware-specific unit operations, which are 
directly executable on the robot. Every step effectively has a decision tree that 
decides, on the basis of the parameters, which lower-level steps should be executed to 
achieve the specified behavior. Details (e.g., vessel names, process variables) 
assigned to a top-level step such as “Recrystallize” are propagated to those of the 
appropriate substeps (heat, stir, cool). For example, recrystallization time (variable 6, 
Fig. 3B) is correctly attributed to the cool-down period after the dissolution of a solid. 
 
In addition to reducing generic synthetic steps to hardware-specific unit operations, 
the virtual machine is responsible for supplying the necessary implicit steps. These 
are operations that are specific to the targeted execution platform rather than intrinsic 
to the chemical process. In the case of the Chemputer, for instance, residual chemicals 
must be removed from the liquid backbone by using an appropriate cleaning solvent 
regularly to prevent cross-contamination. The placement of these cleaning steps and 
the type of solvent used for cleaning is algorithmically determined from the sequence 
of operations in the synthetic protocol and a series of chemical compatibility rules. 
The automatic addition of these implicit steps makes digitizing chemical synthesis 
much simpler as the user only needs to think about the synthesis as they would on the 
bench, not the operation of the platform. At the moment, the high-level steps included 
with XDL describe common synthetic operations such as “Evaporate” and “Separate.” 



In the future, XDL steps can be devised to express higher-level concepts. For 
instance, we envision a library of XDL steps to represent name reactions, such as 
“SuzukiCoupling” and “DessMartinOxidation.” XDL also provides support for 
asynchronously executed steps and steps that execute dynamically on the basis of live 
feedback from analytical devices. These capabilities mean that branched syntheses 
and more advanced laboratory techniques such as adding until a color change occurs 
or maintaining a certain temperature during an addition will be possible by using the 
XDL framework. 
 
As the most mature hardware target available to us, the Chemputer was used to 
execute the syntheses in the experimental section below. However, because the 
chemical code is written against a chemical virtual machine rather than any specific 
hardware, our system can use any hardware platform with a batch synthesis 
architecture and an open application programming interface as a first-class target, as 
demonstrated by the port to a second platform (supplementary materials). The ability 
to target diverse robotic systems is a boon to the viability of these proliferating 
platforms, as it ensures that digitized synthetic knowledge is not tied to specific 
hardware. Furthermore, as these platforms mature and add support for more hardware, 
they become capable of running a larger subset of published chemical syntheses. We 
simulate this scenario in Fig. 5 by using SynthReader to parse and analyze the 
hardware requirements of 523 literature procedures. For instance, ~60% of the 
procedures surveyed can be executed by using the most basic six modules: the 
addition of the low-temperature module raises this figure by 30%. The universality of 
our paradigm thus extends beyond currently available hardware. 
 

 
Fig. 5 Automatic analysis of the hardware requirements of literature procedures using SynthReader. 
The dataset used consisted of every procedure from Organic Syntheses, volume 77 onward (559 procedures), that 
was analyzed by SynthReader without a fatal error (523 procedures) (9, 38). The cumulative number of executable 
procedures with the successive addition of each hardware module is shown in parentheses. OAc, acetate; Et, ethyl; 
iPr, isopropyl. 

 
Experimental validation of the system 
 
We have used our approach to automatically execute 12 literature procedures on the 
Chemputer without any additional programming or hardware changes (25). To 
exemplify the process, we will detail the synthesis of three compounds here: 
lidocaine, the Dess-Martin periodinane (DMP), and AlkylFluor. Lidocaine is used as 
a local anesthetic and to treat arrhythmia and epilepsy (26). The literature procedure 



that we consulted for the synthesis of lidocaine (27) describes a simple two-step 
process involving the formation of an α-chloroamide intermediate and its subsequent 
nucleophilic substitution reaction with diethylamine. These steps map in a 
straightforward fashion to the process diagram illustrated in Fig. 6A. We fed the 
unmodified procedure for the synthesis of lidocaine to our system to run on the 
Chemputer. 
 

 
Fig. 6 Chemical schemes and the corresponding abstract chemical processes for Chemputer-implemented 
syntheses. 
(A) Lidocaine. (B) Menthone. (C) AlkylFluor. Published synthetic procedures in the literature make these abstract 
processes concrete by providing a textual representation and supplying experimental details. (D) Other molecules 
automatically synthesized from literature procedures by using our system (literature yields are shown in 
parentheses for reference). See supplementary materials section 6 for details. Cbz, benzyloxycarbonyl; tBu, tert-
butyl; THF, tetrahydrofuran; TMS, trimethylsilyl; Ts, toluenesulfonyl; Ph, phenyl. 

On the basis of the procedure described by the XDL file, the Chemputer operated the 
backbone pumps and valves to automatically transfer acetic acid solvent to the 
jacketed filter module—which the system had identified as a suitable reactor—
followed by 2,6-dimethylaniline, chloroacetyl chloride, and saturated aqueous sodium 
acetate. During the process, our system correctly found points at which two chemicals 
are mixed and controlled stirring appropriately to ensure proper mixing. On the basis 
of the XDL instructions, the Chemputer then performed a filtration and routed the 
filtrate into a waste container. The next step was executed similarly by adding 
diethylamine and toluene solvent, heating the jacketed filter up to reflux by using a 
circulation chiller to effect the substitution reaction, and using the liquid-liquid 
separation module to perform an acidic extraction with an aqueous hydrochloric acid 
solution. The detection of the liquid-liquid phase boundary is facilitated by a 
conductivity sensor exploiting the high conductivity of the aqueous phase compared 
with the organic phase (18). Finally, lidocaine was precipitated from the aqueous 
solution in the jacketed filter by addition of sodium hydroxide solution, filtered, and 



dried in the jacketed filter under vacuum. Automated execution of the literature 
procedure in this manner produced lidocaine in 53% yield. The chemist is responsible 
for ensuring that the experimental setup matches the hardware graph. For the 
Chemputer, this preparation step involves connecting reagent bottles for each reagent, 
solvent, and piece of glassware to the correct position on the liquid backbone. 
 
The second example, the DMP, is a versatile oxidation reagent that is prized for its 
specificity and functional group tolerance, despite its relatively high price and 
moisture sensitivity. Both the preparation and use of this reagent, as well as its 
precursor, 2-iodoxybenzoic acid (IBX), have been the subject of recent 
reproducibility debates (28–32). The synthesis of DMP is a prime candidate for 
automation, as it is often prepared fresh, a process that is time-consuming and bears a 
non-negligible risk of explosion due to impurities. We applied SynthReader to three 
separate literature procedures: (i) a modern synthesis of IBX by oxidation of 2-
iodobenzoic acid with aqueous oxone (potassium peroxymonosulfate) (33); (ii) 
acetylation of IBX by using acetic anhydride to form DMP (29); (iii) oxidation of 
menthol to menthone by using DMP to determine its activity (34). The resulting XDL 
files, representing the entire process, were joined together and executed on a 
Chemputer, giving DMP product (in 52% overall yield), which subsequently showed 
quantitative oxidizing activity when reacted with excess menthol (Fig. 6B) (35). 
 
To demonstrate that our text-to-molecule machinery is not limited to short syntheses, 
we also converted text describing the five-step synthesis of the fluorinating agent 
AlkylFluor to XDL and executed it on a Chemputer platform, obtaining AlkylFluor in 
23% overall yield (75% average stepwise yield) (Fig. 6C) (36, 37). Though the 
proliferation of automated chemical synthesis systems holds much promise, 
differences in the instruction set provided by the various platforms make it 
impractical to write portable chemical code. The approach described here is 
hardware-universal, meaning the software can execute a given synthetic procedure on 
any hardware platform as long as the platform provides the hardware instructions 
necessary to express the processes described in the procedure. To demonstrate this, 
we successfully executed the literature synthesis of the polyoxometalate 
(C2H8N)8Na3[W19Mn2O61Cl(SeO3)2(H2O)2]Cl2·6H2O on a bespoke high-
throughput chemistry robot used in our group that relies on a completely different 
instruction set to the Chemputer. Because this robot lacks hardware modules for 
heating and filtering, only a subset of the procedures executable on the Chemputer 
will run on it. Any unsupported actions are automatically flagged by our system when 
encountered. 
 
In summary, we present an important step toward the goal of automating all aspects of 
synthetic chemistry—from text to molecule—with the introduction of an abstraction 
that allows the digitization of chemical synthesis. Although it is not yet possible to 
convert all the literature with our system without some manual intervention, 
ChemIDE allows the user to correct errors by easily inspecting the original text and 
confirming translation into the process steps. In the future, we will automate this 
verification step using a chemical autocorrect function. The NLP capabilities of 
SynthReader are comparable to the current state of the art (supplementary materials 
section 2.6) and can be easily augmented with new rules, as the design is 
deterministic. Real-time feedback from analytical instruments can be used to confirm 
that processes proceed as described by the XDL, making the system adaptive and 



fault tolerant. In addition, it is possible to interface the IDE with other NLP engines or 
hardware compilation targets, further increasing the possibilities to interface our 
system with any chemical robot and the broader literature. 
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