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This document provides supplementary information to “Spatial images from temporal data”.
The document is organized as follows: in Section I we discuss the numerical algorithm used to
generate the time-of-flight images and temporal histograms (the numerical forward model); in
Section II we explain the image (inverse) retrieval algorithm; in Section III we give additional
experimental details; in Section IV we discuss the quality of the reconstructed images in terms
of the structural similarity index (SSIM), with an emphasis on factors that can potentially affect
the performance of our retrieval algorithm; in Section V we demonstrate that our approach for
imaging can be extended to single-point radio-frequency antennas; finally in Section VI we give
pseudo-codes for the ToF simulations and the training of the ANN.

1. SIMULATING TIME-OF-FLIGHT DATA
To test our approach under the best ideal conditions, we performed numerical simulations where we generate synthetic
scenes containing flat human-like silhouettes in different poses,
as shown in Fig. S1. We perform data augmentation of this dataset, originally consisting of 10 different humans and poses, by
mirroring each image in the horizontal direction, and by also
translating the humans around the scene in all directions ( x, y, z).
This allows to augment the data set from the 10 original images
to 4000 images used to train our neural network. In order to
simulate the expected scaling factor of objects when increasing
its distance from the observation point, we apply a size scaling
factor to the image, depending on its coordinates ( xi , yi , zi ):
S=
q

2
,
d

(S1)

where d = ( xi2 + y2i + z2i ). The field of view considered in our
simulations forms we have assumed a viewing angle of 52◦ from
the virtual 3D camera. Each human silhouettes is translated to
200 different positions across the field of view of the scene: 10
different depths z and 20 in x. This, together with the horizontal

mirroring of the individual, gives us a total data set of 400 scenes
per figure (4000 in total).
We then assume that we illuminate the scene with a pulsed
laser and estimate the arrival time of photons coming from each
pixel of each image of the data set. For a given voxel in the image
corresponding to a q
spatial position ri = ( xi , yi , zi ), its time of

flight is ti = (2c)−1 xi2 + y2i + z2i . From this information, we
transform our data set into 3D images, where the value of every
pixel encodes the time of flight, i.e. we generate a color-encoded
depth 3D image, as shown in Fig. S2. As we assume uniform reflectivity for all objects, the number of photons ni back-reflected
from every point on the scene is inversely proportional to the
voxel distance to the origin, i.e. ni ∝ P0 /kri k4 , where P0 is the
laser power. This information allows us to create a temporal histogram from the scene indicating how many photons arrive at a
certain time to the virtual detector, see Fig. S2. We thus generate
our 3D image-temporal histogram pairs that are required for
training of the artificial neural network (ANN).
In a general scenario, it is very unlikely to find such clean
backgrounds as the ones observed in Fig. S2, where only the
human individuals appear in scene. Therefore, to make our
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simulations more realistic we also added some objects to the
background to mimic, for instance, what one would expect when
walking into a room. We performed simulations with two different background scenes: a totally uniform (empty) background
[Figs. S3(a), (c), and (d)], and a background containing some
common objects [Figs. S3(b), (e), and (f)]. Figures S3(a) and (b)
are the temporal histograms corresponding to their respective
ground-truth scenes, i.e. Figs. S3(d) and (f). The predicted 3D
scenes from our image retrieval algorithm are shown in Figures S3(c) and (d). Note that in the absence of background
objects (left-hand-side block), the algorithm struggles to reconstruct the 3D scene properly as the number and different shape
of objects compatible with a particular temporal histogram is
high. In particular, there is an evident left-right symmetry due
to the fact that any object and its mirror image are both compatible with the same temporal trace. This symmetry is removed
when including background objects (right-hand-side block), as
the human silhouette will both add varying signals to the temporal for different positions, while subtracting signal from the
corresponding background peaks observed when the silhouette
is not present. Given that the subtracted signal data depends on
the exact shape and location of the silhouette, the background
plays a crucial role in solving the otherwise ill-posed problem
and provides indirect information of the silhouette’s absolute
position that is learned by the ANN during the training process.
For the simulations shown in the main document, we used the
background corresponding to Figs. S3(b), (e), and (f).

2. IMAGE RETRIEVAL ALGORITHM
Given a histogram h = F (S) recorded by the single-point timeresolving detector from the scene S = S(r), the task of our
algorithm is to find the function F −1 that maps h onto S. A
way to overcome this highly unconstrained inverse problem is
by using prior information on the objects in the 3D scenes. To
this end, we make use of a supervised training approach where
we train an artificial neural network with pairs of temporal
histograms and 3D images. Both the temporal histogram and the
3D images are treated as vectors with corresponding dimensions
1 × 8000 and 64 × 64 = 1 × 4096 for the simulated data and
1 × 1800 and 64 × 64 = 1 × 4096 for the experimental data (the
details of the experiment are given in the next section). We
implemented a multilayer perceptron (MLP) [1]. Perceptrons
are mathematical models that produce a single output from a
linear combination of multiple weighted real-valued inputs after
passing through a nonlinear activation function. Mathematically,
this operation can be expressed as:


y = φ wT x + b ,
(S2)
where y is the output vector, x is the input vector, w is the
weight matrix, and b is the bias used to shift the threshold of the
activation function φ (a tanh in our case). Our MLP, summarized
in Fig. S4, is composed of five layers: an input layer (temporal
traces, having 8000 or 1800 nodes), 3 hidden fully-connected
layer (with corresponding number of nodes: 1024, 512, 256), and
an output layer (3D images, 4096 nodes).
Our choice of the algorithm type and structure is motivated
by the physics of our problem: every time bin of the time histogram has contributions from all regions of the scene within
a certain time of flight and, as a consequence, it contributes to
multiple regions of the image during reconstruction. This is exactly what perceptrons do: connecting every point of the input
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with every point of the output data, see Eq. (S2). Adding multiple perceptron layers in cascade increases the complexity and
the flexibility of the algorithm, while modifying the dimensions
of these layers allows the algorithm to concentrate on certain
features of the histogram. We therefore experimented with different number of layers and different dimensions until we found
a good compromise between training times, performance, and
simplicity.
By training the MLP on sets of temporal histograms - 3D
images pairs we learn an approximate function for the mapping
F −1 which allow us to reconstruct 3D images from a single temporal histogram. Examples of the type of data used to train the
algorithm are given in Figs. 2 and 4 in the main document. For
the numerical/experimental results, 1800/9000 and 200/1000
pairs are used for training and testing, respectively, whilst a 7%
of the training data was used for validating. During experiments,
the total 10000 ToF-image - temporal-histogram pairs were obtained within a single data acquisition sequence. However, we
note that the data used for testing was never used during training and that this data also belongs to different periods of the
data acquisition process during experiments. We also note that
the only processing carried out on our data was a normalisation
to the range [0, 1] before passing through the algorithm. There
is certainly room for future development in terms of data processing, e.g. time-gating or time-correlation between sequences,
to improve the imaging capabilities of the algorithm. During
learning, the cost function minimised for each image pixel, i, is
the mean square error, MSE [2]:
MSEi = (yi − si )2 ,

(S3)

where si and yi are the measured and predicted values of the
depth of the pixel i in the scene S, respectively. With the limitations in terms of power provided by our laser, we did not find
any restrictions to train our algorithm within the 1-4m depth
range. The MLP is implemented in TensorFlow [3] using Keras
[2] and training is performed by the Adam optimizer on a desktop computer equipped with a Intel Core i7 Eight Core Processor
i7-7820X at 3.6 GHz and a NVIDIA GeForce RTX 2080 Ti with
11 Gb of memory. The training time depends on the number of
images used, the batch size (number of images taken for each iteration of the training algorithm, 64 in our case), and the number
of epochs (200), and requires 26 min in total. After training the
algorithm, this can recover a 3D image from a single temporal
histogram in 30 µs on a standard laptop.

3. EXPERIMENT DETAILS
In a first step we collect pairs of co-registered temporal histograms and ToF camera measurements. We used a supercontinuum laser source (NKT SuperK EXTREME) delivering pulses
with 75 ps pulse duration and average power of 250 mW after a 50 nm band-pass filter centered at 550 nm. A 10x microscope objective (Olympus plan achromat) with NA = 0.25 and
WD = 10.6 mm is used to flood-illuminate the scene with an
opening angle of ≈ 30◦ . This opening angle ensures an illumination circle with diameter of 2.15 m at 4 m distance. The
laser beam is expanded providing a 4x magnification that fills
the back aperture of the objective and the IR radiation from the
laser pump was filtered with two IR mirrors. Light scattered
by objects placed inside the illumination cone is collected by a
second microscope objective (40 ×, Nikon plan fluor, NA = 0.75,
WD = 0.66 mm) and focused on a 50 × 50 µm2 area SPAD sensor that retrieves the temporal trace of the scattered light by
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means of TCSPC electronics [4]. During the training process,
we use a ToF camera (flexx PMD Technologies) with a depth
range of 0.1 − 4 m and a maximum resolution of 224 × 171 pixels
that is triggered via software together with the time-recording
electronics. The ToF images are cropped and down-sampled
to a resolution of 64 × 64 for training the ANN. After the ML
algorithm is trained, it is tested with new data taken from new
scenes and hence new temporal histograms from the scene.
In our proof-of-principle experiments we trained the system
with two different individuals (either separately or both present
at the same time) moving around the scene, and also with nonhuman shapes (such as the letter ‘T’ and the square shown in
the main document) that we moved through the scene, also
changing their orientations. To provide the algorithm with more
variability, we also changed the position of some items in the
background of the scene during the data acquisition process.
In order to fix the reflectivity of the moving objects, we used
a white overall suit for humans and white cardboard for the
shapes.
The temporal impulse response function (IRF) of our system
depends on the time resolving electronics and the pulse length.
We directly measured the IRF by placing a mirror with diameter
of 25.4 mm reflecting light back to the SPAD sensor. The IRF
of the system is taken as the full width at half maximum of
the time histogram, which was measured to be 250 ps. In all
our experiments we interfaced the SPAD sensor and TCSPC
electronics, RADAR chip, and ToF camera via MATLAB. This
allowed us to record temporal histograms at a rate of 10 Hz and
1 Hz for the SPAD and RADAR chip, respectively.
For the cross-modality RADAR imaging, we used an ultra
wide band impulse RADAR chip (Novelda XeThru X4). The
chip has a single transmitter and receiver channel, operates at
(7.29 ± 1.4) GHz, has a pulse duration of 670 ps, and a sampling
rate of 23 × 109 samples/s.

4. QUALITY OF THE RECONSTRUCTED IMAGES
To quantify the quality of the reconstructed images we have
compared these with their corresponding 3D images recorded
with the ToF camera through the structural similarity index
(SSIM). The SSIM is a human perception-based measure that
compares the image content by separating the contributions of
luminance, contrast, and structure (see [5] for details). The SSIM
takes values within the range [−1, 1], where 1 corresponds to
two identical sets of data and -1 means that both images have
no similar structure.
A. SSIM of experimental data

We first quantify the quality of the reconstructed images from
temporal histograms recorded experimentally. Fig. S6 shows the
results and the SSIMs for the experiments using pulsed light for
the cases of (a) one person, (b) two people, (c) a square, and (d)
the letter T. Each box (n) (with n = a,b,c,d) is divided in three
sections ni (with i = 1, 2, 3). Sections ni with i = 1, 2 show 3D
images obtained with our algorithm at the left (i = 1 for good
reconstructions and i = 2 for worse reconstructions), the ground
truth at the centre, and the SSIM maps between ground truth
and reconstruction at the right. n3 (with n = a,b,c,d) are plots
of the mean value of the SSIM maps for 500 different images.
The analysis indicates that the algorithm performance remains
relatively stable for each of the different type of objects.
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B. Amount of data required for training of the ANN

In machine learning techniques, one of key aspects to take into
account is the size of the data set used for training of the algorithm. Very advanced algorithms tend to use tens of thousands
(and even millions) of input-output pairs, but for our application we used only few thousands of samples. The final size of
the data set was taken by inspection: we trained the algorithm
multiple times with increasing number of 3D images-temporal
histogram pairs until we achieved good enough reconstructions.
Fig. S7 summarises the results of a numerical investigation,
where we show the SSIM averaged over 200 test images for
training data sets with dimensions N = [500, 1000, 2000, 4000],
being N = 4000 the number used in the results shown throughout our work. Fig. S7(a) shows the SSIM between test images
and their corresponding reconstructions, obtained over 200 test
pairs, for different sizes of the training data set. Figs. S7(c)-(f) are
examples of different test images obtained for training data sets
with (c) N = 500, (d) N = 1000, (e) N = 2000, and (f) N = 4000
ToF images-histogram pairs, compared to their ground truths (b).
As expected, the more the data used, the more the reconstructed
images resemble the ground truth.
C. Influence of noise

Here we show the resilience of the algorithm to noisy signals. To
this aim, we numerically tested the reconstruction algorithm performance to signals with different amounts of noise. Note that
the noise is directly added into the x term in Eq. (S2). The results
are summarized in Fig. S8: plot (a) gives the SSIM between test
images and their corresponding reconstructions, obtained over
200 test pairs, for different noise distributions. ‘Noise level distribution 0’ means no noise at all, while ‘Noise level distribution
i’ (i = 1, 2, 3) has added Poisson and Gaussian noise with noise
expectation ≈ 3.2%, 10%, 33%, with respect to the temporal histogram signal. Blocks (b) - (e) provide examples of histograms
simulated from a single ToF with different noise distributions
added (top figure), the ToF image these histograms were generated from (bottom right figure), and the corresponding images
retrieved with our algorithm (bottom left figure). As it can be appreciated, our method can hold reasonable amounts of noise and
provide images with sufficient quality in noisy environments.
D. Impact of non-uniform reflectivity

For the data shown in the main document (both numerical and
experimental), we used moving objects with uniform and constant reflectivity. However, there is an interesting question to
explore, namely the fact that two identical objects with different reflectivity will manifest in the temporal histogram with
peaks of different heights. To investigate this, we use numerical
simulations to test the performance of our approach to retrieve
images from scenes with non-uniform reflectivity. In our tests,
we assume that the background objects of the scene have uniform reflectivity and we allow the reflectivity of the moving
objects (the human silhouettes) to change. We quantify the reflectivity of the moving objects with respect to the background
via the ratio R = rsilhouettes /rbackground , where rsilhouettes and
rbackground are the reflectivity of the silhouettes and background,
respectively. We first tested the reconstruction quality of the
ANN when trained with scenes with uniform reflectivity (this
is, with R = 1), and presented with histograms from scenes
with reflectivity with values R = 0.5, 1.0, 1.5, 2.0. Our results are
summarized in Fig. S9. (a) shows the SSIM between test images
and their corresponding reconstructions, obtained over 200 test
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pairs, for different reflectivity ratios (R) between silhouettes and
background. (b)-(f) examples of different test images obtained
for testing data sets with (c) R = 0.5, (d) R = 1, (e) R = 1.5,
and (f) R = 2, compared to their ground truths (b). The results
show that the algorithm struggles to retrieve correct images
when R 6= 1, which can be seen as a potential limitation of the
approach.
However, in order to have a fair analysis, we re-trained our
algorithm with a data set containing moving objects with different reflectivity ratio in the range R = [0.25, 4.0]. The results,
see Fig. S10, indicate that in this case the algorithm is now more
resilient to changes in the reflectivity of the objects and that it
can retrieve images with similar SSIM even when R = 2. This
example also shows that the data set used for training is key in
order to retrieve good-quality images. Thus, by having a more
complete and extended training data set, it seems possible to extend the applicability of our technique so as to correctly retrieve
3D images of objects with varying size and reflectivity.
E. Impact of the impulse response function

We also investigate how the reconstructed 3D images degrade as
the IRF increases. Our starting point are the numerical simulations used above and in the main document, which correspond
to the best-possible scenario achievable with state-of-art electronics providing 2.3 ps IRF. Any degradation of the system
originated, for instance, from jitter, the use of longer laser pulses,
and other related effects will manifest as a longer IRF. To account
for this effect we take the best-possible-scenario histograms h
and convolve them with Gaussian IRFs G with different widths
∆t. This is strictly equivalent to change the IRF in our simulations but allows us to re-use the already generated histograms in
the sections above. In otherwords, we replace h with ĥ = h ~ G,
where G = exp −t2 /∆t2 . The new histograms ĥ are then
paired with their corresponding ToF images and used to re-train
the ANN. In Fig. S11 we summarize our results. Fig. S11 is
divided in 4 blocks (a), (b), (c), (d) corresponding to results obtained for ∆t = [2.3, 25, 250, 1000] ps, respectively. Therefore,
block (a) corresponds to the best-case scenario. In each block,
the top part shows the plot of corresponds to the temporal histogram used to reconstruct the bottom-left image, while the
bottom-right image is the ground ToF image for comparison. As
expected, shorter IRFs improve the reconstruction of limbs and
fine details of the objects.
F. Minimum resolvable transverse feature

We consider the situation depicted in Fig. S12. The scene is
flash illuminated with a pulsed laser and the back-scattered
photons are collected by a single-point time-resolving sensor.
We are interested to address the problem of resolving spatially
two points A and B in space whose difference in time of flight
is given by the IRF of the system, i.e ∆t. These two points
are separated by a transverse distance δ and we consider that
one of them is co-axial with the laser and sensor. Given the
geometry shown Fig. S12, A and B form a triangle rectangle
with the laser/sensor. As a consequence, by simple geometry,
one obtains that:
δ=

q

r

(d + c∆t)2 − d2 = c∆t

2d
+ 1.
c∆t

(S4)

Eq. (S4) states that the minimum lateral resolvable distance
δ depends not only on the IRF but also on the distance to the
detector, following a square root law.

5. CROSS-MODALITY OPTICAL 3D IMAGING USING A
RADAR CHIP
Any sensing system that can map the position of objects within
a scene into a temporal histogram can be used to obtain a 3D
image from the scene. This opens new routes in imaging, for
instance by using acoustic or radio waves. To test the feasibility of this concept, we performed new experiments with an
impulse RADAR transceiver that emitted and collected pulsed
electromagnetic radiation at 7.29 GHz (Novelda XeThru X4). The
RADAR transceiver had a bandwidth of 1.4 GHz and a pulse duration of 670 ps, which corresponds to a depth-spatial resolution
of cτ = 20 cm and, according to the model presented above, to a
transverse spatial resolution of 90 cm at 2 m distance. Following
the previously discussed procedure for the optical laser pulses,
we gathered new data combining the impulse RADAR with
the (optical) ToF camera and re-trained the ANN. In this case,
only 3000 ToF images - temporal histogram pairs were used for
training, which, together with the low temporal resolution of the
RADAR chip, leads to a poorer image reconstruction compared
to the one obtained with laser pulses (see Fig. S13. However, we
are still able to retrieve the general properties of the individual,
e.g. their size, and position on the scene, see also Supplementary
Video 2.

6. PSEUDO-CODES
In this section we provide the pseudo-codes required to simulate
the ToF data and to train the ANN.
A. ToF simulations

1:
2:

3:
4:
5:
6:
7:
8:
8:
9:
10:
10:
10:
11:
12:
12:
12:
13:
14:
15:
12:
16:
12:

Load file with multiple individuals Ii with
i = [1, 10]
Define the range R of depths and number
of positions in ( x, y, z) through which the
individuals are positioned
for Ii do
calculate coordinates Coordi of Ii
for all ( x j , y j , z j ) within R do
replace

Coordi −−−−→ Coordi (xj , yj , zj )
scale Ii by a factor S = 2/z j
create a new image: Îi = Ii ( x j , y j , z j )
scaled and displaced
for all pixels pk = ( pxk , pyk ) within Îi do
calculate the distance dk from sensor
[placed
p at ( x0 , y0 , z0 )]:
d k = ( x k − x0 )2 + ( y k − y0 )2 + ( z k − z0 )2
calculate time of flight from
distance dk : tk = (2c)−1 dk
estimate number of photons nk from
pixel pk according to dk : nk = P0 /d4k
save dk , nk into a variable f i , k = (dk , nk )
obtain histogram hi from f i
create ToF image by replacing value of
pk with tk
down-sample the ToF image to the desired resolution for training the ANN

B. Artificial neural network

1:
1:
2:

Load ToF images Ti and time histograms hi
with i = [1, N ], N number of images
Flatten every Ti (with dimensions d1 × d2 )
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2:
2:
3:
4:
5:
6:

into a single vector, with dimensions
d = d1 ∗ d2
define architecture of the ANN model M
train(M) using T and h
save(M)
test(M) with unseen pairs of T and h
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Fig. S1. Human silhouettes with different shapes and poses used to generate the data-set used to train the algorithm.
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Fig. S2. Examples of 3D images (depth is encoded in color) (left column) and corresponding temporal histograms (right column)
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from some of the data used to train the algorithm.
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Fig. S3. Reconstruction performance of different scenarios with objects permanently placed at certain positions within the scene.

In the absence of background [(a), (c), (d)], the temporal trace of the individual alone is not enough to fully reconstruct its shape
and position correctly. In a more natural scenario [(b), (e), (f)], with objects placed in the background, the temporal trace contains
enough information for successful 3D imaging.
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8000 or 4096

4096
1024
512

256
FCL3

FCL2
FCL1
Input: Histograms

Output: 3D images

Fig. S4. Sketch of the artificial neural network used: a multi-layer perceptron consisting of one input layer (with 8000 nodes), one

output layer (with 4096 nodes), and three hidden fully-connected layers (FCL, with 1024, 512, and 256 nodes respectively). After
each layer hidden layer we apply a tanh activation function (not shown in the figure). The loss used is the mean square error.

ToF camera

TCSPC

40x

IL

CL+F

Laser

CL+F

10x

SPAD
PC

=
CL FL BF IR IR

Fig. S5. Detailed experimental set-up, see text for more details. A laser beam at (550 ± 50) nm delivering pulses with τ = 75 ps, at a
power of 250 mW is expanded with a 10x microscope objective to flood-illuminate the scene, providing an opening angle of 30◦ . A
pair of lenses used as 4x beam expander are used to fill the back aperture of the microscope objective, while two IR mirrors are used
to filter out the laser pump. The back-scattered light from the scene is collected with a lens with focal 60 mm and a 40x objective
that concentrates light onto the single-pixel SPAD, that retrieves temporal histograms via TCSPC. In parallel, a ToF camera grabs 3D
images of the scene that are used as ground truth during training.
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Fig. S6. Quality of the reconstructed images computed through the Structural Similarity Index (SSIM). Each block (a) – (d), depicts

respectively the cases with one person, two people, a square, and the letter T; and it is divided in three sections ni (with n = a,b,c,d,
i = 1, 2, 3). Sections ni with i = 1, 2 show 3D images obtained with our algorithm at the left (i = 1 for good reconstructions and
i = 2 for worse reconstructions), the ground truth at the centre, and the SSIM maps between ground truth and reconstruction at
the right. n3 (with n = a,b,c,d) shows a plot of the mean value of the SSIM maps for 500 different images (indicated as a "frame #" as
each image corresponds to a frame in a recorded video sequence).
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Fig. S7. Reconstruction performance of the algorithm while increasing the data set size. (a) SSIM between test images and their

corresponding reconstructions, obtained over 200 test pairs, for different sizes of the training data set. (b)-(f) examples of different
test images obtained for training data sets with (c) N = 500, (d) N = 1000, (e) N = 2000, and (f) N = 4000 ToF images-histogram
pairs, compared to their ground truths (b).
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Fig. S8. Performance of the reconstruction algorithm with noisy temporal histograms. (a) SSIM between test images and their corre-

sponding reconstructions, obtained over 200 test pairs, for different noise distributions. ‘Noise level distribution 0’ means no noise
at all, while ‘Noise level distribution i’ (i = 1, 2, 3) has added Poisson and Gaussian noise with noise expectation ≈ 3.2%, 10%, 33%,
with respect to the temporal histogram signal. Each panel (b) - (e) give examples of histograms simulated from a single ToF with
different noise distributions added (top figure), the ToF image these histograms were generated from (bottom right figure), and the
corresponding images retrieved with our algorithm (bottom left figure).

Supplementary Material

11

(a)
ANN trained with uniform reflectivity accross objects

SSIM (a.u.)

0.7

0.6

0.5

0.4

1

0.5

1.5

2

Reflectivity ratio silhouettes / background

(b) Ground
truth

(c) R = 0.5

(d) R = 1

(e) R = 1.5

(f) R = 2
4m

2m
4m

2m
4m

2m
4m

2m
4m

2m
4m

2m
4m

2m

Fig. S9. Reconstruction performance of the algorithm trained with uniform reflectivity across all objects while testing on objects
with varying reflectivity. (a) SSIM between test images and their corresponding reconstructions, obtained over 200 test pairs, for
different reflectivity ratios (R) between silhouettes and background. (b)-(f) examples of different test images obtained for training
data sets with (c) R = 0.5, (d) R = 1, (e) R = 1.5, and (f) R = 2, compared to their ground truths (b).
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Fig. S10. Reconstruction performance of the algorithm trained with varying reflectivity across objects. (a) SSIM between test im-

ages and their corresponding reconstructions, obtained over 200 test pairs, for different reflectivity ratios (R) between silhouettes
and background. (b)-(f) examples of different test images obtained for training data sets with (c) R = 0.5, (d) R = 1, (e) R = 1.5, and
(f) R = 2, compared to their ground truths (b).
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Fig. S11. 3D image reconstruction capabilities of our system when convolving the experimentally recorded temporal traces with

Gaussian IRFs with: (a) ∆t = 2.3 ps, (b) ∆t = 25 ps, (c) ∆t = 250 ps, and (d) ∆t = 1000 ps. The top part in each image is the temporal
histogram used to reconstruct the bottom-left image, while the bottom-right image is the ground ToF image for comparison.
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Fig. S12. Geometry of single-point 3D imaging with time-resolving detectors. δ is the minimum resolvable feature obtained from a

system with IRF ∆t at an axial distance d from the detector. c is the speed of light. The scene is seen from the top.
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Fig. S13. Experimental results showing cross-modality 3D imaging from a time histogram recorded with a impulse RADAR

transceiver in the GHz regime. (a) Depicts the recorded temporal trace, (b) shows the reconstructed 3D scene, and (c) is the ToF
depth-encoded image for comparison. A full video is available in the supplementary information (Supplementary Video 2). The
right-hand-side colour bar describes the colour-encoded depth map.

