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ABSTRACT
Retrievability is an important and interesting indicator that
can be used in a number of ways to analyse Information
Retrieval systems and document collections. Rather than
focusing totally on relevance, retrievability examines what
is retrieved, how often it is retrieved, and whether a user
is likely to retrieve it or not. This is important because a
document needs to be retrieved, before it can be judged for
relevance. In this tutorial, we shall explain the concept of
retrievability along with a number of retrievability measures,
how it can be estimated and how it can be used for analy-
sis. Since retrieval precedes relevance, we shall also provide
an overview of how retrievability relates to effectiveness -
describing some of the insights that researchers have discov-
ered thus far. We shall also show how retrievability relates
to efficiency, and how the theory of retrievability can be used
to improve both effectiveness and efficiency. Then we shall
provide an overview of the different applications of retriev-
ability such as Search Engine Bias, Corpus Profiling, etc.,
before wrapping up with challenges and opportunities. The
final session of the day will look at example problems and
ways to analyse and apply retrievability to other problems
and domains. Participants are invited to bring their own
problems to create a more focused practical session. This
tutorial is ideal for: (i) researchers curious about retriev-
ability and wanting to see how it can impact their research,
(ii) researchers who would like to expand their set of analy-
sis techniques, and/or (iii) researchers who would like to use
retrievability to perform their own analysis.

Categories and Subject Descriptors
H.3.4 [Information Storage and Retrieval]: Systems
and Software:Performance Evaluation

General Terms
Theory, Experimentation
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1. INTRODUCTION
The tutorial will be broken into five main parts: (i) Def-

inition, Theory and Measures of Retrievability (ii) The Es-
timation of Document Retrievability, (iii) The Relationship
between Retrievability and Effectiveness, (iv) Applications
of Retrievability and (v) Applying Retrievability to your own
research. Finally, we will conclude with a summary of the
challenges and directions of future research.

1.1 Definitions and Measures (1-1.5hrs)
In this part of the tutorial, we will introduce the different

“abilities” in IR, which affect how findable a document is,
either from a user’s perspective or a system’s perspective.
And importantly how they related and are dependent upon
each other. For example,a document needs to be indexed
before it can be retrieved, and to be indexed a document
needs to be crawled, etc. Once this context is set, we shall
explicitly define retrievability explaining how it can be de-
rived from first principles and how it can be derived through
an analogy with Transportation Planning. This session is
then concluded with an introduction to the different mea-
surements that can be obtained. The following topics will
be covered:

1. The -abilities of Information Retrieval

• Findability [30]

• Navigability [41, 21, 23]

• Accessibility [28, 11]

• Searchability [35]

• Crawlability [29]

• Discoverability [22]

• Usability [32]

• Retrievability [13]

2. What is retrievability? How easily can a document be
found? What is the probability of finding a document?
[13]

3. How Information Retrieval relates Transportation Plan-
ning [11]

• Transportation planning, Land Use and Accessi-
bility Measures [27, 26]



• Information Spaces vs. Physical Spaces

• An analogy between IR and Transportation Plan-
ning

4. Measure of Retrievability

• Cumulative based measures

• Gravity based measures

5. Retrievability Bias

• The Lorenze Curve [25]

• Gini Co-efficient [25]

• Other inequality measure (Hoover, Theil, Palma,
etc)

1.2 Estimating Retrievability (1hr)
The second part of the tutorial will focus on how to esti-

mate the retrievability of a particular document (i.e. a page-
centric approach) and how the retrievability of all the docu-
ments can be estimated (i.e. a collection-centric approach).
The pragmatic problems of obtaining such estimates shall be
discussed along with how to generate/simulate the queries
required to formulate a reasonable estimate (thus we shall
provide an overview of various ways to simulate queries).
The type of estimate depends on how the measure will be
used - so we shall describe how depending on the type of
analysis to be performed which estimation techniques will
be more appropriate. Also, we shall describe retrievability
can be efficiently estimated depending on how it will be used.
A summary of the topics we shall cover here are:

1. Page-Centric estimates versus Collection-Centric Esti-
mates

2. The Universe of all Possible Queries

3. Absolute estimates versus Relative estimates

4. Generating Queries to estimate retrievability [5, 6, 1]

• Single Term

• Bigram / Biterm

• n-grams

• Title based

• Query Logs

5. Efficient estimations and approximation of retrievabil-
ity and bias

6. Relationship between Cumulative and Gravity based
measures

7. Relationship between inequality measures

8. Analysis of documents and collections using Retriev-
ability and how document collections can be analysed
using retrievability? [12, 15, 17]

1.3 Relationships with Retrievability (1hr)
Part three will focus in on the relationship between re-

trievability and various retrieval effectiveness measures. Here
we will describe and discuss the various efforts that have
tried to understand the relationship between retrievability
and effectiveness [19, 18, 40, 4, 39]. Firstly, from a theo-
retical point of view, we will discuss the different possible
relationships and how retrievability can impact upon both
effectiveness and efficiency. Then we will consider the rela-
tionship with effectiveness between different retrieval models
(i.e. how well do the retrievability scores of various systems
correlate to system effectiveness or system rankings) and
within a retrieval model (i.e. how well does the retrievability
of a particular retrieval model, given its different parameter
settings, correlate to system effectiveness). Specifically, we
shall show how retrievability can be used to rank systems
and tune retrieval models.

1. The conceptual / hypothesised relationship between
retrievability and performance [4]

2. Retrievability and Efficiency

3. The empirical relationship between retrievability [4,
39] and:

• Mean Average Precision,

• Precision and MRR,

• Recall,

• NDCG, etc.

4. The empirical relationship between retrievability and
new user oriented gain based measures [38]

5. Retrievability and Retrieval Models when ranking sys-
tems [20]

1.4 Applications of Retrievability (1hr)
Part four will describe the research conducted by a grow-

ing number of research groups who have applied retrievabil-
ity, or the theory of, to gain improvements in effectiveness
and/or efficiency, or to gain other insights. Some of the
research directions covered will include:

1. Search Engine Bias: how systems influence user pop-
ulations [9, 37, 31].

2. Improving Recall: the highs and lows of affect retriev-
able patents [14, 19].

3. The Reverted Index: how retrievability turns retrieval
on its head to produce improvements in both effective-
ness and efficiency [33].

4. Psuedo Relevance Bias: how Pseudo Relevance is bi-
ased, and addressing that bias leads to performance
improvements [18].

5. Findability: games that make you find while measur-
ing how easily documents can be found [10, 34]. As
part of this session, participants will be invited to play
test out the games developed to measure how easily
people can find pages given a search engine.



To wrap up, we will then outline the future directions and
research challenges associated with retrievability. There are
numerous research opportunities in how to use and apply re-
trievability research, as well as more basic research in terms
of the estimation, relationships, theory and applications of
retrievability.

1.5 Practical Session (1-2hrs)
The final part of the tutorial will be dedicated to ques-

tions and answers about retrievability, and going through
in groups, how to apply retrievability in the domains that
are of interest to the participants. In fact, participants will
be invited to bring along and share their research problems
and during the course of this session focus on designing a
retrievability analysis along with the necessary experiments
to undertake such an analysis.

2. INTENDED LEARNING OUTCOMES
By the end of the tutorial, students should be able to:

• Define and describe retrievability and retrievability bias

• Explain the relationship between retrievability, acces-
sibility, findability, navigability, and other -abilities.

• Estimate the retrievability of documents within a col-
lection

• Design a retrievability experiment to detect/monitor
retrieval bias

• Describe the relationships between retrievability, effec-
tiveness and efficiency

• Evaluate an application using retrievability measures

Students will be provided with handouts and the refer-
ence lists (in print and electronic from). Also, available on-
line is code to compute retrievability scores (in Python and
C++) [7].

3. PREREQUISITES, AUDIENCE, LENGTH
A basic understanding of Information Retrieval will be

assumed. That is, we expect the attendees to know what
a IR system is, the inputs and outputs of the system, the
standard ways to evaluate a retrieval system, along with
some knowledge of the different types of retrieval models
(i.e. vector space, best match, etc) [36].
The intended audience would be students undertaking a
PhD, or about to, and researchers that are interested in
finding out about the recent developments that have been
made regarding retrievability and how it can be used.
The length of the tutorial will be a day.

4. BIOGRAPHY
Leif Azzopardi is a Senior Lecturer within the School

of Computing Science at the University of Glasgow, unoffi-
cial leader of the legendary Glasgow Information Retrieval
Group, and pioneer of the theory of retrievability. His re-
search focuses on building formal models for Information
Retrieval - usually drawing upon different disciplines for
inspiration, such as Quantum Mechanics, Operations Re-
search, Microeconomics, Transportation Planning and Gam-
ification. Central to his research is the theoretical devel-
opment of statistical language models for Information Re-
trieval, where his research interests include:

• Models for the retrieval of documents, sentences, ex-
perts and other information objects [16, 24];

• Probabilistic models of user interaction and the simu-
lation of users for evaluation [1, 5, 6];

• Microeconomic models of information interaction, specif-
ically how cost and effort affect interaction and perfor-
mance with search systems [2];

• Methods which assess the impact of search technol-
ogy on society in application areas such as, search en-
gine bias and the accessibility of e-Government infor-
mation [13], and;

• Search for fun (i.e. the SINS of users) [3].

He has given numerous invited talks on Retrievability through-
out the world and lectures at the Information Foraging Sum-
mer School (2011, 2012 and 2013) and Symposium of Future
Directions in Information Access (2007-2013). He recently
released a free online book called, How to Tango with Django
which is a noob’s guide to web development in Python’s
Django (available free at: www.tangowithdjango.com [8]).

He received his Ph.D. in Computing Science from the Uni-
versity of Paisley in 2006, and he received a First Class Hon-
ours Degree in Information Science from the University of
Newcastle, Australia, 2001. In 2010, he received a Post-
Graduate Certificate in Academic Practice and has been
lecturing at the University of Glasgow since then.
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